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 Autonomous ground robots are increasingly relied upon in dynamic environments where reliable 
navigation and context-aware interaction are essential. However, existing robotic control systems 
often rely on cloud-based reinforcement learning (RL) frameworks or static algorithms that fail to 
adapt in real-time to noisy, unpredictable scenarios. These models typically overlook the 
constraints of edge deployment and lack robust integration with human interaction modalities such 
as voice and semantic object awareness. To address these limitations, this work proposes a fully 
embedded, IoT-enabled ground robot powered by a reinforcement learning-based adaptive control 
framework. The system leverages Raspberry Pi 4B+ as its core computational unit, integrating 
MQTT-driven communication, multimodal interaction through speech and vision, and lightweight 
policy convergence for obstacle-aware navigation. A novel RL-based state-action pipeline is 
trained and deployed entirely on-device, ensuring real-time responsiveness without external 
computation. Experimental evaluations show that the proposed framework reduces navigation 
errors by 22% and improves interaction latency by 37% over traditional PID and A*-based systems. 
The RL model converges in under 2200 episodes, with stable reward curves and high reliability 
across variable acoustic and physical terrains. This study showcases how low-cost, edge-based 
robots can achieve high autonomy and situational awareness contributing to future advancements 
in resilient, self-adaptive robotic systems within smart and resource-constrained environments.  
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1. Introduction 

In the rapidly evolving landscape of intelligent autonomous systems, ground-based mobile robotics is emerging as a vital 
component in real-world applications such as urban mobility, intelligent surveillance, and emergency operations. The inherent 
necessity for intelligent decision, adapting to the environment, and precise control in the face of uncertainty requires a departure 
from standard rule-based practices to learning-based adaptive systems. Reinforcement learning (RL), and, specifically, deep 
RL, has been successfully applied to allow robots to explore unknown environments without maps or deterministic control laws 
(Ali et al., 2023; Bekhiti, 2025; Almuqren, 2025). However, practical issues arise in the use of RL-powered robots in dynamic 
environments. While implementation often leverages embedded systems like Raspberry Pi 4B+ and therefore is further hindered 
by limited memory bandwidth and computational power, conventional GPU-dependent navigation architectures cannot 
practically leverage RL or deep RL for the robots' learning. Emerging studies of lightweight control models, efficient learning 
algorithms, and decentralized decision-making architectures, have recently adapted value-function based RL through many 
small levers to learning within very limited embedded ecosystem environments that otherwise would fail due to previously 
mentioned limitations (Cai et al., 2023; Chen et al., 2023). Simultaneously, the integration of Internet of Things (IoT) 
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connectivity into robotic control systems offers real-time feedback loops and asynchronous communication between sensory 
modules and the control unit, allowing scalable and energy-efficient behavior orchestration (Kishor et al., 2025), (Kuo, 2025) 
and (Frederick & Ali, 2024). Path planning and obstacle avoidance algorithms such as GB-PQ-RRT*, bidirectional RRT*, and 
evolutionary optimizers have been developed to enhance route optimality under geometrically complex constraints (Otoom et 
al., 2025; Dai, Zhang, & Deng, 2024), while semantic awareness and object detection via CNNs or YOLO variants enable 
contextual understanding of the robot's surroundings (Ganesan et al., 2024) and (Mahak et al., 2023). Nevertheless, the co-
optimization of dynamic mapping, voice-guided interaction, and reinforcement-based control remains limited in current 
implementations (Almaayah & Sulaiman, 2024). Systems that support real-time voice-command processing and adaptive 
motion planning for humanoid robots often rely on centralized computation or lack robust generalization to cluttered or evolving 
terrain (Al-Shareeda et al., 2025) and (Huang et al., 2023). The use of spring-loaded inverted pendulum models, posture 
stabilization frameworks, and motion recovery algorithms for bipedal platforms further enriches the domain of adaptive 
robotics, yet the majority of these approaches are applied in humanoid contexts with limited portability to wheeled ground 
robots (Kashyap et al., 2023; Kishor & Sharma, 2021). Furthermore, intelligent interaction mechanisms such as speech 
recognition and gesture tracking have been introduced in the context of socially assistive and service robots, but are rarely co-
implemented with online learning agents on embedded platforms (Kashyap & Parhi, 2023; Abdullayev et al., 2025). 
Considering these limitations, this study proposes a reinforcement learning-driven ground robot system that combines edge-
based computation, semantic mapping, and multimodal human-robot interaction within a unified IoT-enabled framework (Lippi 
et al., 2025; Kashyap et al., 2023; Kishor et al., 2025). The novelty lies in deploying the entire inference and control loop on 
Raspberry Pi 4B+, utilizing MQTT communication for asynchronous sensor-actuator coordination, and fusing YOLOv8-Nano-
based obstacle perception with a DQN agent for autonomous path optimization. This framework is further augmented with real-
time voice and gesture command processing, enabling the robot to operate adaptively within unstructured environments while 
responding to user intent. The integrated design aims to overcome key limitations in existing research: (i) high dependency on 
off board processing, (ii) inadequate coupling between perception and policy execution, and (iii) lack of multimodal interaction 
in reinforcement-learned systems. Drawing from foundational and recent advances across exploration, control theory, deep 
learning, planning, perception, interaction, and stability, the proposed system contributes a lightweight, intelligent, and 
reproducible solution for smart ground mobility under real-world constraints. 

2. Literature Review 
Advancements in mobile robotics have increasingly focused on integrating intelligent path planning, real-time interaction, and 
adaptive autonomy within constrained embedded platforms (Kashyap et al., 2023; Alsahaim & Maayah, 2025). In this direction, 
Liu et al. (2023) proposed a bidirectional potential field-based RRT with probabilistic step-size optimization to enhance 
manipulator efficiency, offering a promising foundation for hybrid motion planning under dual-arm constraints. 
Complementing this, Marquez-Acosta (2024) empirically validated gait modeling using the NAO platform, underlining the 
significance of biomechanically accurate motion generation in humanoid robots. In the realm of neuromorphic computing, 
Martínez et al. (2024) surveyed the role of spiking neural networks in autonomous vehicular navigation, emphasizing low-
power decision models suitable for real-time control. Meanwhile, Muratore et al. (2024) introduced a unified multimodal 
interface for high-payload collaborative robots, illustrating the design of human-centered interfaces that can synchronize with 
RL-driven policies for improved cooperation. Recent explorations by Ou et al. (2024) demonstrated sensor fusion through deep 
reinforcement learning (DRL) for autonomous mobile robot navigation, utilizing multimodal data for environmental context-
awareness. Similarly, Raj and Kos (2023) presented a comprehensive discussion on the trajectory of AI technologies in robotics, 
detailing both current applications and the future integration of self-evolving systems. Focusing on navigation under 
spatiotemporal constraints, Raj and Kos (2023) developed a particle swarm optimization-based path planner tailored for energy 
and time efficiency. In a continuation of their work, a DRL-based framework was proposed for dynamic obstacle avoidance in 
uncertain environments (Abdulateef, 2025; Alsalem, & Amin, 2023), showcasing adaptability in real-time decision-making. 
Their investigation into various robotic controllers Raj and Kos (2024) further refined control policy selection based on task-
specific dynamics, while their discrete event-driven model Raj and Kos (2023) provided architectural insights into autonomy 
with event-response coordination. Enhancing contextual understanding, their CNN-based method for human activity 
recognition Raj and Kos (2023) supported real-time gesture classification, indicating potential for multimodal HRI systems. 
Complementary research by Scaldaferri and Angelini (2024) demonstrated adaptive foot mechanisms for robotic locomotion, 
contributing to terrain-conforming movement models. Navigation in high-dimensional cluttered environments remains a 
persistent challenge, addressed by Xue and Chen (2023) through a DRL-based UAV navigation scheme, achieving successful 
obstacle traversal in 3D spaces. Their next work examined a multi-agent DRL framework Xue and Chen (2024), and took a 
leap in the autonomy domain by defining a cooperative UAV team that employs their DRL framework to navigate unknown 
environments. Yan et al. (2023) took this a step further by proposing a decentralized hierarchical DRL based navigation planner 
for multi-robot navigation that encouraged local-global policy convergence while minimizing communication overhead 
between agents. Zhu and Hayashibe (2023) executed the final work and provided a very efficient hierarchical DRL structured 
approach that can respond to the competing demands of generalization, speed, and safety in robotic navigation - an architecture 
that reflects very closely to our proposed system.  

3. Methodology 

3.1 Proposed Framework Overview and System Architecture 
The proposed system enables an Internet of Things (IoT) connection with built-in intelligence based on reinforcement learning 
(RL) capabilities on a mobile ground robot with capabilities for precision navigation and responding (i.e., interaction) in real 
time in dynamic environments. The system structure includes four interlinked subsystems: sensor acquisition, decision 
intelligence, actuation, and interaction interface, operating in real time on a Raspberry Pi 4 Model B+ board. The information 
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flow begins with on-board sensors capturing environmental information, which is processed locally, using an embedded RL 
model. Action commands are then sent to the motor driver modules, and the interaction loops operate parallel capability for 
real time interaction options through gesture and voice input. The system’s core behavior is mathematically represented by a 
nonlinear function that maps sensed environmental variables and robot state inputs to control actions using Eq. (1). 

a(t)  =  π(s(t), θ) (1) 

where a(t) is the control action at time t, s(t) is the state vector derived from the sensor suite, and θ denotes the learned policy 
parameters from the reinforcement learning model. To maintain a closed-loop control behavior, a feedback function was 
designed to update internal state predictions and correct for deviations using a reward-based signal shown in Eq. (2). 

𝑠𝑠(𝑡𝑡 + 1)  =  𝑓𝑓(𝑠𝑠(𝑡𝑡), 𝑎𝑎(𝑡𝑡))  +  𝜂𝜂(𝑡𝑡) (2) 
 

where s(t+1) is the next predicted state, f(·) is the robot’s dynamic transition function, and η(t) is the stochastic noise arising 
from unmolded dynamics or sensor uncertainty. The complete architectural interaction of these subsystems is illustrated in Fig. 
1 – End-to-End System Architecture, where each module’s interconnection reflects a decentralized processing model. Unlike 
centralized cloud-reliant frameworks, this architecture performs learning, inference, and control entirely on the edge via 
Raspberry Pi, enabling low-latency decisions critical for navigating rapidly changing environments. 

 
Fig. 1. End-to-End System Architecture 

3.2 Hardware, Sensor Configuration, and Edge-IoT Communication 
 

The robot platform is equipped with a Raspberry Pi 4B+ (4GB RAM, quad-core 1.5 GHz ARM Cortex-A72 processor) as the 
central computing unit, chosen for its balance of computational efficiency, GPIO flexibility, and compatibility with real-time 
Linux-based ROS. The sensory suite includes a 360° LiDAR scanner for mapping, ultrasonic proximity sensors for short-range 
collision avoidance, an inertial measurement unit (IMU) for orientation estimation, and a GPS module for outdoor localization. 
Data from these sensors is sampled at distinct frequencies and fused within a Kalman filter pipeline for robust state estimation. 
Sensor calibration was performed using a linear mapping function based on time-of-flight and empirical bias correction using 
Eq. (3) 

𝑑𝑑 =  𝑣𝑣 ×  𝑡𝑡 −  𝛽𝛽 (3) 

where d is the computed distance, v is the propagation velocity of the signal (e.g., speed of sound for ultrasonic sensors), t is 
the measured round-trip time, and β is the static sensor bias. Communication across the system and external monitoring units 
is achieved through an MQTT protocol stack conFig.d for asynchronous, low-latency message transmission. Latency 
characteristics are modeled as a function of message payload and network delay using Eq. (4). 

𝐿𝐿_𝑡𝑡𝑡𝑡𝑡𝑡𝑡𝑡𝑡𝑡 =  𝐿𝐿_𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐 +  𝐿𝐿_𝑝𝑝𝑝𝑝𝑝𝑝𝑝𝑝 +  𝐿𝐿_𝑎𝑎𝑎𝑎𝑎𝑎 (4) 

where L_total is the end-to-end delay, L_comm is the communication latency, L_proc is the processing delay on the Raspberry 
Pi, and L_ack is the acknowledgment delay from the subscriber. To balance latency and reliability, MQTT Quality of Service 
(QoS) settings were analytically evaluated using an exponential decay model use Eq. (5). 

0( ) qR q R e λ−= ×  (5) 

where R(q) is the response time for QoS level q, R₀ is the initial response at QoS 0, and λ is the protocol sensitivity constant. 
Fig. 2, illustrates the bidirectional data flow among robotic subsystems and user interface. 

 
Fig. 2. MQTT Node Communication Flow 



 776 

3.3 Reinforcement Learning for Precision Navigation 
 

The navigation policy is learned through a reinforcement learning framework modeled as a Markov Decision Process (MDP), 
wherein the robot perceives state s ∈ S, selects an action a ∈ A, and receives a reward r ∈ ℝ, with the objective of maximizing 
expected cumulative reward. The MDP formulation using Eq. (6): 

𝑀𝑀𝑀𝑀𝑀𝑀 =  {𝑆𝑆,𝐴𝐴,𝑃𝑃,𝑅𝑅, 𝛾𝛾} (6) 

where S is the state space, A is the action space, P is the transition probability matrix, R is the reward function, and γ is the 
discount factor. To estimate the optimal policy, we utilize a Deep Q-Network (DQN) that approximates the action-value 
function using the Bellman Eq. (7): 

Q × (s, a)  =  E[r +  γ maxₐ’ Q(s’, a’)] (7) 

where Q(s,a) is the optimal action-value, s′ is the next state, and a′ is the next action. The reward function was carefully shaped 
to encourage forward progression, smooth turns, and obstacle avoidance using Eq. (8): 

𝑟𝑟_𝑡𝑡 =  𝑤𝑤₁ ×  𝑣𝑣_𝑡𝑡 −  𝑤𝑤₂ ×  |𝜃𝜃_𝑡𝑡|  −  𝑤𝑤₃ ×  𝑐𝑐_𝑡𝑡 (8) 

where r_t is the immediate reward, v_t is forward velocity, θ_t is angular deviation from goal direction, c_t is the collision 
penalty, and w₁, w₂, w₃ are tunable weights. The DQN is optimized by using the loss function that is defined in Eq. (9): 

𝐿𝐿(𝜃𝜃)  =  𝐸𝐸[(𝑟𝑟 +  𝛾𝛾 𝑚𝑚𝑚𝑚𝑚𝑚ₐ’ 𝑄𝑄(𝑠𝑠’, 𝑎𝑎’;  𝜃𝜃⁻)  −  𝑄𝑄(𝑠𝑠, 𝑎𝑎;  𝜃𝜃))²] (9) 

where θ the current network weights and θ⁻ the target network weights for stability. The robot follows a differential drive 
kinematic model, where the control command u = (v, ω) is mapped to motor velocities as using Eq. (10) 

𝑣𝑣_𝑟𝑟 =  (2𝑣𝑣 +  𝜔𝜔𝜔𝜔)/2,  𝑣𝑣_𝑙𝑙 =  (2𝑣𝑣 −  𝜔𝜔𝜔𝜔)/2 (10) 

where v_r and v_l are right and left wheel velocities, v is linear speed, ω is angular speed, and L is the wheelbase. The sequential 
learning and exploration stages are detailed in algorithm 1shown in table I, Training Workflow of Edge-Aware Interaction-
Modulated DQN (EIM-DQN).  

Table 1 
Algorithm 1 – Reinforcement Learning-Based Navigation And Adaptation 

The algorithm below describes the reinforcement learning-driven decision-making pipeline for the autonomous ground 
robot. It includes observation gathering, Q-value updates, action selection, and environment adaptation based on state 
transitions. 
Initialize Q-network with random weights θ and target network θ– 
Initialize experience replay buffer D with capacity N 
For each episode do: 
  Initialize state s₀ from environment (camera, LiDAR, IMU, GPS) 
  For each step t in episode do: 
    With probability ε select a random action aₜ 
    Otherwise, select aₜ = argmaxₐ Q(sₜ, a; θ) 
    Execute action aₜ, observe reward rₜ and next state sₜ₊₁ 
    Store transition (sₜ, aₜ, rₜ, sₜ₊₁) in D 
    Sample mini-batch from D: (s, a, r, s′) 
    Compute target Q-value using Bellman update: 
      y = r + γ * maxₐ′ Q(s′, a′; θ–) 
    Compute loss L = (y – Q(s, a; θ))² 
    Update θ by minimizing loss L using gradient descent 
    Periodically update θ– = θ 
    Adjust ε using ε-decay schedule 
    If termination condition is met, break 
End For 

3.4 Smart Obstacle Detection and Semantic Scene Understanding 
To navigate effectively in complex scenes, the robot employs onboard real-time object detection via a quantized YOLOv8-
Nano model accelerated by the Raspberry Pi’s NEON SIMD extensions. Objects of interest are identified through bounding 
boxes with class probabilities using Eq. (11). 

𝐶𝐶_𝑏𝑏 =  𝑃𝑃_𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐 ×  𝐼𝐼𝐼𝐼𝐼𝐼(𝑏𝑏𝑏𝑏𝑏𝑏,𝑔𝑔𝑔𝑔𝑔𝑔𝑔𝑔𝑔𝑔𝑔𝑔_𝑡𝑡𝑡𝑡𝑡𝑡𝑡𝑡ℎ) (11) 

where C_b is the confidence score, P_class is the predicted class probability, and IoU denotes the intersection-over-union 
metric. For multi-frame object consistency, a Kalman filter was applied to track object centroids over time using Eq. (12). 

𝑥𝑥_𝑘𝑘 =  𝐴𝐴 𝑥𝑥ₖ₋₁ +  𝐵𝐵 𝑢𝑢_𝑘𝑘 +  𝑤𝑤_𝑘𝑘 (12) 
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where x_k is the current estimated state, A is the transition matrix, B is the control matrix, u_k is control input, and w_k is 
process noise. To enable adaptive path re-planning in dynamic scenes, we define a cost function combining proximity, object 
motion prediction, and route deviation using Eq. (13). 

𝐽𝐽 =  𝛼𝛼 ×  𝑑𝑑_𝑚𝑚𝑚𝑚𝑚𝑚 +  𝛽𝛽 ×  𝜎𝜎_𝑜𝑜𝑜𝑜𝑜𝑜 +  𝛾𝛾 ×  𝛥𝛥𝛥𝛥 (13) 

where J is the total navigation cost, d_min is minimum distance to obstacle, σ_obj is object motion uncertainty, and Δθ is 
angular deviation from original trajectory. An example frame of real-time object detection and semantic map fusion is depicted 
in Fig. 3. 

 
 
Fig. 3. Object Detection and Mapping Example (a): object detection via bounding boxes (b): SLAM point cloud or 2D 

mapping (c): obstacle localization (d): real-time semantic overlays. 

3.5 Human-Robot Interaction Module 
 

The robot responds adaptively to user commands via two natural modalities: voice input using the lightweight Vosk engine and 
hand gesture recognition via MediaPipe, both processed locally. Voice confidence is computed from framewise likelihoods 
using Eq. (14). 

𝐶𝐶_𝑣𝑣 =  (1/𝑁𝑁) ∑₁ⁿ 𝑙𝑙𝑙𝑙𝑙𝑙(𝑃𝑃(𝑤𝑤ₙ|𝑥𝑥ₙ)) (14) 

where C_v is the voice command confidence, wₙ is the hypothesized word, xₙ is the audio frame, and N is the number of frames. 
Gesture inputs are classified using a multi-class softmax output with temporal smoothing. Gesture probabilities are computed 
using Eq. (15). 

P_g(j)  =  e^{z_j} / ∑_k e^{z_k} (15) 

where z_j is the activation score for gesture class j, and the denominator sums over all gesture class scores. Upon successful 
recognition, the robot policy is modulated by an interaction term to promote cooperative behavior using Eq. (16). 

𝜋𝜋′(𝑠𝑠)  =  𝜋𝜋(𝑠𝑠)  +  𝛿𝛿𝛿𝛿(𝑠𝑠,𝑢𝑢) (16) 

where π′ is the modified policy, π is the base policy, δ is the modulation factor, and I(s,u) is the interaction influence term based 
on user command u. 

 3.6  Simulation, Real-World Deployment & Performance Analysis 
 

To ensure safe training, the RL agent was first trained in a Gazebo environment integrated with ROS2 middleware. A 
randomized environment generator was used to ensure generalization across unseen layouts. The domain transfer gap between 
simulation and real-world deployment was mathematically modeled using Eq. (17). 

𝐷𝐷_𝐾𝐾𝐾𝐾(𝑃𝑃_𝑠𝑠𝑠𝑠𝑠𝑠 || 𝑃𝑃_𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟)  =  ∑ 𝑃𝑃_𝑠𝑠𝑠𝑠𝑠𝑠(𝑥𝑥) 𝑙𝑙𝑙𝑙𝑙𝑙(𝑃𝑃_𝑠𝑠𝑠𝑠𝑠𝑠(𝑥𝑥)/𝑃𝑃_𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟(𝑥𝑥)) (17) 

where D_KL is the Kullback-Leibler divergence between simulated and real-world observation distributions. The system’s 
computational demand was profiled using asymptotic analysis, considering model inference and actuation cycles using Eq. 
(18). 

𝐶𝐶_𝑡𝑡𝑡𝑡𝑡𝑡𝑡𝑡𝑡𝑡 =  𝑂𝑂(𝑛𝑛_𝑑𝑑 ×  𝑓𝑓_𝑠𝑠 +  𝑛𝑛_𝑝𝑝 ×  𝑚𝑚) (18) 

where C_total is total complexity, n_d is the number of detections, f_s is frame sampling rate, n_p is policy evaluations, and m 
is the action space size. Fig. 6 presents the physical deployment in a dynamic test arena. 
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Fig. 4. Real-World Deployment and System Integration of 
the RL-Driven IoT Robot, (a) Autonomous navigation trial 
in indoor corridor using RL policy (b) Hardware assembly 
and wheel alignment for ground mobility (c) Voice-based 
interaction and system debugging via visual interface (d) 
Final embedded control system with Raspberry Pi, sensors, 
and battery unit. 

Fig. 5.  3D Convergence Curve of RL Policy. 
 

 

4. Result 

4.1 Learning Performance and Convergence Evaluation 
 

To examine the agent’s adaptability and policy refinement over time, we conducted episodic training using a reward-driven 
deep reinforcement learning framework. In the initial learning phase, the agent exhibited high volatility in accumulated rewards 
due to uninformed exploration and lack of temporal state correlation. As training progressed beyond approximately 900 
episodes, the model began to exhibit structured behavior, progressively reducing redundant actions and aligning with reward-
optimized trajectories. By the 2200th episode, reward fluctuation diminished significantly, suggesting that the policy had 
converged to a stable navigation strategy capable of responding to environmental variability and obstacle interference. This 
convergence behavior aligns with performance trends observed in similar embedded RL studies on mobile platforms (Zhu & 
Hayashibe, 2023; Addula & Ali, 2025; Alshinwan et al., 2025), indicating generalizability of the proposed lightweight control 
logic (Maturi et al., 2025; Nishitha & Khare, 2025). The development of the episodic reward is displayed in Fig. 5, where a 
uniform upward slope transforms into a reward plateau. This plateau describes the agent's minimized h-policy entropy and 
optimal value approximation, given the constraints of embedded hardware. 

 

4.2 Obstacle Detection and Semantic Mapping 
 

In order to provide robust navigation in a cluttered and dynamic environment the proposed system utilizes YOLOv5 for real-
time obstacle avoidance and integrates with a semantic mapping module to interpret the environment (Albinhamad et al., 2025; 
Ali, 2024; Al-Shareeda et al., 2024). The model identifies key objects (walls, furniture, humans) using live camera input, 
transforming pixel data into actionable spatial awareness. The processed output is then overlaid on a dynamic occupancy grid, 
enabling the reinforcement learning (RL) agent to update its policy based on contextual cues rather than static boundaries. As 
depicted in Fig. 6, object detection results are visualized with bounding boxes (Panel a), while semantic categories are encoded 
in a top-down occupancy map (Panel b). The confidence-weighted segmentation allows the robot to infer object priority and 
adjust navigation goals accordingly. Panels (c) and (d) show progressive mapping across time and validation in simulation, 
confirming the system’s real-world responsiveness. This semantic pipeline bridges raw vision data with high-level decision-
making, enhancing collision avoidance and policy adaptation. 

 
 

Fig. 6. Object Detection and Semantic Mapping Pipeline. (a) 
YOLO-based real-time detection, (b) dynamic occupancy 
map overlay, (c) environment segmentation over time, (d) 
simulation validation in Gazebo. 

Fig. 7. Interaction Delay vs Voice Clarity and Noise. 
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4.3 Interaction Response and Human-Robot Collaboration 
 

Evaluating interaction latency and multimodal recognition accuracy reveals the robot’s capability to comprehend and respond 
to user input in real-time. The onboard microphone array, in conjunction with a lightweight speech-to-text engine (Vosk), 
enabled efficient voice command processing under variable ambient noise levels. Visual gestures were simultaneously 
interpreted using Mediapipe, allowing concurrent multimodal command fusion. User trials indicated an average response delay 
of 1.32 seconds for verbal input and 1.05 seconds for visual cues. The robot successfully differentiated between context-aware 
instructions (e.g., “follow me,” “stop”) and environmental prompts, executing corresponding motion primitives with high 
precision. The recorded interaction flow and gesture response patterns validate that the system effectively handles asynchronous 
input, essential for collaborative tasks in dynamic scenarios. As shown in Fig. 7, regions with diminished clarity and elevated 
noise exhibit delayed interaction triggers, forming a nonlinear surface profile. The contour gradients mapped at the base 
emphasize the complex interplay between auditory input quality and real-time robotic responsiveness, highlighting sensitivity 
thresholds across the input spectrum. 

 

2.4 Comparative Evaluation of Traditional vs RL-Based Control 
As part of a comprehensive evaluation of the behavioral adequacy of the proposed RL-guided navigation agent, the agent was 
tested against four established alternative agent behaviors, namely PID control, A* graph search, Dijkstra's algorithm, and an 
implementation of Intelligent Particle Swarm Optimization (IPSO) Raj and Kos (2024). All behaviors were tested in the same 
environment using the same intermittent dynamic obstacles, acoustic input, and unstructured patches to mimic typical 
navigation stressor challenges. The RL agent exhibited contextually aware reactivity and online path correction that were not 
present in the deterministic planning agents. While the PID agent produced path oscillations near environmental discontinuities 
attributable to static gain approaches, the Dijkstra's planner produced stable solutions (which were also inefficient due to excess 
turns). A* produced shorter paths, however, it lacked the ability to replan during the navigation tasks, and typically failed in 
areas with too many obstacles. IPSO displayed moderate adaptability but incurred latency under cognitive-load conditions, 
especially during multi-modal user interaction. Fig. 8 provides a spatial trajectory overlay highlighting each controller’s 
behavior when navigating towards dynamic targets under perturbation. Notably, the RL agent self-adjusted its path curvature 
mid-execution without external intervention. Table 2 aggregates quantitative metrics—path efficiency, re-routing 
responsiveness, control overhead, and successful task completion rate. Across all benchmarks, the reinforcement learning policy 
delivered the most consistent and resilient navigation strategy, reinforcing insights from earlier RL studies under edge-
constrained deployments (Ou et al., 2024). 

 
Fig. 8. Comparative Trajectory Overlay Across Navigation Algorithms 

Table 1 
Benchmarking Of Navigation Controllers  

Control Strategy Path Optimality (Lower is 
better) 

Avg. Latency (ms) Obstacle Recovery Rate 
(%) 

Interaction 
Responsiveness (1-10) 

Task Success Rate (%) 

RL (Proposed) 1 85 96 9.1 98 

PID 1.4 150 68 5.6 72 

A* 1.2 120 75 6.2 81 

Dijkstra 1.8 170 60 4.8 69 

IPSO 1.3 140 82 7.4 87 

 
To assess the effectiveness of the proposed reinforcement learning-based navigation system, a benchmark comparison was 
conducted against conventional PID and A*-based control approaches (Kashyap et al., 2023) and (Kishor et al., 2025). Results 
indicate that the RL-driven robot exhibited faster convergence to optimal paths, adaptive re-routing in dynamic environments, 
and superior interaction latency under uncertainty (Maturi et al., 2025; Nishitha & Khare, 2025). Fig. 8 illustrates the behavioral 
divergence across these strategies, while Table 5 provides a numerical breakdown of trajectory efficiency, collision rates, and 
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execution latency. The RL model consistently adapted to new obstacles and outperformed static planners in unpredictable real-
world conditions, aligning with observations in recent literature (Maturi et al., 2025; Nishitha & Khare, 2025). 
 
5. Discussion 
 

The proposed IoT-enabled, reinforcement learning-driven ground robot exhibited distinct behavioral advantages not merely in 
quantitative metrics but also in emergent adaptability. The convergence pattern observed—stabilizing after 2200 episodes—
indicates that the policy network successfully internalized environment dynamics and human cues, particularly in noisy, 
cluttered settings. This aligns with the hypothesis that decentralized edge deployment, coupled with on-device learning, can 
effectively bypass cloud-dependence while maintaining real-time responsiveness in unpredictable scenarios. Compared to 
traditional controllers and recent methods (Kuo, 2025) and (Raj & Kos, 2024), our framework achieved up to 37% improvement 
in obstacle recovery, with a 22% reduction in navigation time across varying topologies. Unlike A* or PID schemes, which 
rely on pre-mapped heuristics or linear error feedback, our approach exhibits semantic awareness, multimodal interaction 
fluency, and the ability to reroute autonomously—features absent in baseline systems. Practically, this paradigm suggests 
feasible deployment in smart campuses, warehouses, or human-assistive robotics where centralized compute is constrained. 
Theoretically, the fusion of sensor fusion, real-time MQTT feedback, and deep policy learning opens the door to future hybrid 
RL-IL (Imitation Learning) strategies. Interestingly, spontaneous reorientation behavior emerged when the robot encountered 
occlusions—an effect not explicitly trained for, suggesting inherent generalization. Limitations do exist: the system was tested 
in semi-structured indoor spaces, and policy generalization in open or adversarial settings remains unverified. Future iterations 
should include federated learning for broader adaptability and confidence-aware trajectory prediction. This work contributes to 
the ongoing movement toward trustworthy AI in robotics, reinforcing the utility of cloud-edge continuum designs and 
exemplifying traits of self-adaptive embedded systems—core themes in the shift toward resilient autonomous agents. 

6. Conclusion and Future Scope 
This work introduced a novel IoT-enabled ground robot architecture powered by reinforcement learning, designed for precision 
navigation and intelligent human interaction under real-time, edge-constrained conditions. By deploying the full control and 
learning pipeline on a Raspberry Pi 4B+, the system validated that embedded platforms can support autonomous policy learning 
without reliance on cloud computation. Empirical evaluations demonstrated notable performance gains—reward convergence 
within 2200 episodes, 22% faster navigation, and 37% better obstacle recovery over traditional PID, A*, and IPSO baselines. 
The integration of MQTT-based low-latency messaging and voice-guided interaction further elevated the robot’s contextual 
responsiveness in dynamic settings. Nonetheless, current validation is limited to semi-structured indoor environments. Outdoor 
deployment under unpredictable environmental shifts, or adaptation to multi-agent settings, remains unexplored.  

Future extensions may focus on integrating federated or transfer learning for distributed policy evolution, enhancing multimodal 
input robustness, and deploying in more diverse real-world environments further pushing the boundary of autonomous, self-
adaptive mobile agents in smart ecosystems. 
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