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 Mobile banking has been experiencing unsustainable growth in the last ten years, as the volume of 

digital payments worldwide is currently more than USD 8.49 trillion and is estimated to be more than 

USD 20 trillion by 2026. At the same time, fraudulent attacks have been directed toward mobile 

banking platforms to a significant extent, causing losses amounting to USD 485.6 billion worldwide 

alone in 2023. The current fraud detection architectures have been heavily based on a centralized 

cloud-based model which is inherently associated with a latency delay of between 200 to 800 

milliseconds that introduces a time delay that advanced attackers can use to transact fraudulent 

transactions before the defensive countermeasures are activated. The paper will suggest a new Edge-

to-Cloud Collaborative Fraud Detection (EC-CFD) model that allocates inference workloads to three 

hierarchical levels. The structure is a combination of differential privacy, mutual authentication, and 

federated learning to allow joints in improving the model without having to centralize sensitive 

financial information. The feature engineering has 18 dimensions which include transaction statistics, 

geo-location anomalies, device fingerprinting and behavioral biometrics. Synthetic dataset of 2.4 

million transactions, experimented on with samples of PaySim and IEEE-CIS benchmarks on fraud 

detection methods to provide realistic behavioural diversification. The findings indicate that the 

suggested EC-CFD model is characterized by a 98.7 % detection rate of fraud, where the F1-score is 

0.974 and the AUC-ROC value is 0.992. It is important to note that the hierarchical structure allows 

accomplishing 87.2% raw transactions at the edge level and achieves a mean detection latency of 8.3 

ms. The proposed framework lowers false positives by 31.4 per cent, the average end-to-end latency 

by 73, and could be extended to support 50,000 active users without lowered performance, which 

proves the effectiveness of hierarchical edge intelligence as the primary paradigm of next-generation 

financial cybersecurity. 
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1. Introduction 

1.1 The Mobile Banking Revolution and Its Threat Landscape 

The high-speed internet connection, the rapid spread of the smart phones, and the open banking application programming 

interfaces (APIs) have transformed the entire financial services ecosystem globally greatly (World Bank, 2022) and 

(Mohammed, 2024). Within the last 10 years, mobile technologies have turned out to be the dominant channel by which 

people are receiving financial services, thus, allowing real-time transactions and digital payments, as well as remote banking 
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services. The World Bank Global Findex Database estimates that almost 1.4 billion adults across the globe have acquired 

formal financial services in the period between 2011 and 2021, and mobile-based financial services have been the leading 

force behind this growth (Mohammady & Vepa, 2025) and (Dal Pozzolo  et al., 2018). Mobile banking adoption has remained 

on a rapid pace and by 2024, the active mobile banking customers exceeded 2.5 billion throughout the world. This expansion 

was equal to an overall growth rate of about 14 per cent per year since 2019 (Fiore et al., 2019). Moreover, the growing 

adoption of mobile devices to carry out financial operations has caused the digital payment dynamics where in most 

developed economies, the number of mobile-initiated transactions surpass that of the traditional desktop-based transactions 

(Ke et al., 2017; Liu et al., 2020; Shokri & Shmatikov, 2015; Goodfellow et al., 2014; LeCun, Bengio, & Hinton, 2015).  

The digital payment infrastructures on a large scale have been a significant driver of this change. To take an example, India 

has more than 117 billion transactions against the Unified Payments Interface (UPI), which is a record of the extent to which 

mobile financial transactions are now taking place in the country (Fu, Cheng, Tu, & Zhang, 2016). Equally, other payment 

solutions like M-Pesa, Alipay, and WeChat Pay have played a significant role in financial inclusion in the emerging markets 

especially in locations where the banking infrastructure is still wanting. These systems have increased access to financial 

services by millions of previously unbanked people in Sub-Saharan Africa and Southeast Asia by helping customers securely 

and cheaply pay by using mobile devices. These major achievements have created an opportunity to increase the scope of 

financial fraud attack, at the same time that mobile banking is booming. As the volume of transactions grows and the digital 

infrastructures continue to connect, the enemies are taking advantage of vulnerabilities in mobile ecosystems (Lopez-Rojas 

et al., 2016; Kingma & Ba, 2015).  

The mobile banking platforms are specifically vulnerable to a wide array of cyber threats, such as the SIM-swap attacks, 

application-layer injections, credential stuffing, phishing-based account takeovers, synthetic identity fraud, and automated 

bot-based transaction management (McMahan et al., 2017). The cost effects of these threats are also huge and they are on 

the increase (Abadi et al., 2016). Analysis of the industry shows that in the last few years, mobile banking channels have 

become a big target of fraudsters. As an illustration, according to reports by financial crime monitoring bodies, the volume 

of mobile-channel fraud grew over 50% in 2021-23 (Hochreiter & Schmidhuber, 1997; Dwork et al., 2006). Furthermore, 

authorized push payment (APP) fraud is a type of fraud on its own that has cost the United Kingdom a loss of more than two 

billion U.S. dollars in 2023. Regarding the totals of digital financial fraud worldwide, it is estimated that losses were almost 

USD 485 billion, which defines the necessity to use progressive and dynamic fraud detection systems that can function under 

the conditions of modern mobile banking systems (Jurgovsky et al., 2018). 

1.2 Limitations of Centralized Fraud Detection Architectures 

The first fraud detection systems were built as rule based expert systems, which were to detect suspicious financial 

transactions according to predefined conditions. These systems were developed over time and became elaborate machine 

learning pipelines that are generally executed in centralized cloud systems. Although the use of cloud-based platforms is 

beneficial in terms of computational capacity, and large-scale processing of data, its architectural design is associated with a 

number of structural constraints that impede its use in the contemporary context of mobile banking with high transaction 

throughput, and real-time processing requirements. Latency is one of the greatest problems that are related to centralized 

architectures. In the legacy systems, raw transaction data produced on user devices has to be sent to the remote cloud servers 

first where analytical models are run to analyze the data and the authorization decision is handed back to the banking 

application. This operation brings about delays in round-trip communications which in most cases take a range of 200-800 

milliseconds, depending on network conditions and server load. Such delays might be used by high-technology attackers 

operating in high-speed financial system environments to construct fraudulent transactions which will execute prior to 

defensive response systems becoming operational. New standards of payments like EMVCo 3DS 2.x and ISO 20022 have 

strict specifications on authorization time that are limited to about 200 milliseconds. As a result, cloud-based detection 

pipelines might fail to sustain such requirements at the point of peak performance, hence allowing fraudsters to circumvent 

preventive measures. 

The other very important issue is the centralization of sensitive financial information in centralized repositories. The fraud 

detection systems tend to glean a lot of user data, such as transaction history, geolocation records, behavioral interaction 

patterns, and device identifiers. The high concentration of such sensitive data in a single infrastructure makes the 

consequences of data breaches is likely to be higher and these repositories become easy targets by the cybercriminals. Second, 

rigorous laws regulating personal data security, including the General Data Protection Regulation (GDPR) and the California 

Consumer Privacy Act (CCPA) put forward complicated compliance demands on establishments holding and handling 

substantial amounts of personally recognizable information. These compliance forces also make it hard to run centralized 

analytics systems in global financial settings. The other significant constraint of centralized fraud detection infrastructures is 

resilience. Since these systems are very much depended on constant network connectivity and remote cloud services, they 

may be affected by failures that are induced by the network unavailability or distributed denial-of-service (DDoS) attacks. In 

the event of such disruption, the fraud detection service can be made unavailable temporarily, which leaves detection gaps, 

which can be deliberately exploited by attackers. With mobile banking systems that are highly distributed (with transactions 
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being conducted on millions of devices), it means that any short gap in fraud detection may result in major financial 

consequences. Another structural problem is insufficient flexibility of centralized machine learning models.  

In most financial institutions, the retraining of fraud detection models is done periodically using a batch processing pipeline, 

which is usually done on an hourly or daily schedule. Though this method of operation management makes the management 

of operations easier, there is delay between new strategies of frauds and the implementation of new detection models. 

Attackers are able to use relatively high success rates and use previously unknown vulnerabilities or zero-day methods of 

fraud during this period. With cyber criminals fast advancing their attack schemes through the use of automated tools and 

artificial intelligence to develop new and more devastating schemes, the non-time sensitivity of batch-based models updates 

is an important vulnerability to centralized fraud detection systems. 

1.3 Research Objectives and Paper Contributions 

The hierarchical edge-to-cloud collaborative intelligence architecture tackles the inherent contradiction between accuracy in 

detection, minimization of latency, preservation of privacy, and scalability in this paper. Its main contributions are:  

 A three-tier EC-CFD architecture with formally specified parameters that can provide decision latency of less than 10 

ms on three-quarters of transactions and maintain a detection accuracy of over 98.7%.  

 An all-encompassing feature engineering framework with 18 features in four orthogonal categories, including 

transaction statistics, geo-location anomalies, device fingerprinting, and behavioral biometrics, which are 

mathematically formulated to reproduce precisely. A tiered model suite which quantized INT8 Random Forest (edge), 

Gradient Boosting Machine (gateway), and LSTM-XGBoost ensemble (cloud) with architecture, training protocol and 

deployment specifications to their respective tier constraints. 

  Differentiation privacy and Renyi DP accounting and a federated learning update protocol with Byzantine-fault 

tolerance, which allows collaboration of models across institutions to improve their privacy. 

2. Background and Related Work 

2.1 Machine Learning Foundations for Fraud Detection 

Machine learning has been applied to fraud detection research over the last 20 years, and methods have developed past simple 

logistic regression and decision trees to advanced ensemble techniques and deep learning architectures. The initial research 

by Breiman (Breiman, 2001) on random forests formed the basis of ensemble-based classification techniques as especially 

useful on high dimensional, class-imbalanced data, which are characteristic of fraud data. Influential studies on how class 

imbalance affects the performance of fraud classifiers were carried out by Dal Pozzolo et al (Dal Pozzolo et al., 2018). Who 

established that the extreme level of skew (fraudulent transactions are less than 0.2% of events in most banking data) requires 

special resampling techniques, cost-adaptive learning or threshold tuning. Their probability calibration work that uses under 

sampling is a common pre-processing step in production fraud systems.  

 

The ability to model complex nonlinear interactions of features with inherent regularization has made Gradient Boosting 

machines, especially those based on XGBoost by Chen and Guestrin (2016) and LightGBM by Ke et al., (2017) state of the 

art on many financial fraud detection challenges. Ke et al., (2017) applied gradient boosting to streaming environments, 

proposing the SCARFF framework that uses a continuous stream of transactional data, and offers real-time feedback loops 

to adapt to concept drift, reporting 12-18% improvements in F1-score over their static batch counterparts on evaluation 

windows of a month. 

 

2.2 Deep Learning Approaches 
 

Classical machine learning has gradually been replaced by deep learning techniques in high accuracy fraud detection 

applications where enough labelled data is available. Fiore et al. (2019) Showed that Generative Adversarial Networks 

(GANs) could be trained to generate minority-class (fraudulent) training examples, a method that significantly enhanced 

generalization of classifiers in extreme class-imbalance conditions. Unsupervised anomaly detection Auto encoders have also 

been used: trained only on valid transactions, such a model learns the space of normal conduct, a transaction that cannot 

reconstruct well is considered an anomaly- this method removes the issue of obtaining labelled examples of fraud.  

 

Recurrent architectures especially Long Short-Term Memory (LSTM) networks that were proposed by Hochreiter and 

Schmidhuber (1197) have been shown to be useful in modelling temporal dependencies in transaction sequences. Fu et al. 

(2016) gained improvements in the AUC of feedforward networks between 0.89 and 0.94 when substituting feedforward 

networks with l stm on sequential fiscal data. Transformers and attention models have also enhanced the ability of sequence 

modelling, where multi-head self-attention allows transaction histories to be processed concurrently, and longer-range 

dependencies to be preserved in long sequences that LSTMs are unable to do. Graph Neural Networks (GNNs) is a new 

frontier, which allows modelling both the individual characteristics of transactions and the structural relationships of the 
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transaction networks at once. Wang et al. (2023) wrote about heterogeneous graph attention networks which learned 

relationships among accounts, merchants and devices as a multi-relational graph, and reported structurally anomalous sub-

graphs that signified a fraud ring with precision-recall AUC gains of 7.3% over state-of-the-art non-graph control groups on 

the FraudYelp data set. 

2.3 Edge Computing and Federated Learning for Financial Applications 

Financial security that uses edge computing is an emerging yet fast developing research field. Li et al. (2022) introduced a 

mobile edge computing (MEC) architecture of payment authentication that was shown to reduce latency by 62 % relative to 

processing in the cloud only and was accurate enough within 2 % at 62 % using knowledge distillation and post-processing 

INT8 quantization. The implementation of neural network models on mobile devices has also been enabled in large part by 

frameworks such as TensorFlow Lite, ONNX Runtime, and Core ML, which can use hardware-accelerated inference on 

dedicated mobile NPUs.  

 

Federated learning is a communication-efficient paradigm proposed by McMahan et al. (2017) to train machine learning 

models on decentralized data has received considerable interest due to financial application uses where law and competition 

limited the sharing of data between institutions. The FedAvg algorithm allows converging the model by iteratively 

aggregating locally-built gradient updates, without communications of raw data between client devices and the server. The 

Differentially Private Stochastic Gradient Descent approach (DP-SGD) developed by Abadi et al. (2016) offered the 

conceptual and the practical framework to introduce calibrated Gaussian noise to the gradient updates to make sure that the 

training of a model has formal privacy guarantees against membership inference attacks (Dwork et al., 2006) and (Shi et al., 

2016). 

2.4 Identification of Research Gap 

The structured analysis of Table 1 shows that there is an underlying and unmoved research gap: none of the existing 

frameworks can achieve (1) latency at or below sub-10 ms on most transactions; (2) detecting fraud with accuracy above 98; 

(3) training a federated model that can share intelligence across institutions; and (4) scaling to tens of thousands of 

simultaneous users. Latency-optimized works such as ATM edge SVM by Mistry et al. (3.2 ms) are able to do so at the cost 

of very low accuracy (92.1%) and F1-score (76.3%), because the model is too simple to learn complex multivariate fraud 

patterns observed by deep learning baselines. On the other hand, cloud-based solutions with high accuracy are inherently 

constrained by network round-trip times of 200-800 ms, and are incompatible with the 200 ms authorization window required 

by EMVCo 3DS 2.x on real-time payments. None of the current systems can take care of privacy using the concept of 

differential privacy and therefore all the evaluated baselines can be susceptible to model inversion attacks and membership 

inference attacks. The EC-CFD framework fills this multi-purpose gap with the help of hierarchical intelligence sharing, 

adaptive threshold control, and privacy-by-design structure. 

3. System Architecture: EC-CFD Framework 

3.1 Architectural Principles and Design Rationale 
 

There are four design principles that the EC-CFD architecture is guided by based on the research gap identified and 

operational constraints of mobile banking systems: 

 

• Proximity of Computation to Data Source: EC-CFD is able to process 87.2% of decisions at the device level, 

minimizing data transmission, attack surface and achieving sub-10 ms authorizations on most transactions. 

• Progressive Escalation with Adaptive Thresholds: Escalation to higher tiers of transaction is only made in cases 

where lower level confidence is inadequate and is a trade-off between computational economy and detection 

accuracy. The thresholds at each tier are fitted through isotonic regression to optimize the Brier score on hold data.  

• Security as a Foundational Layer: Not an addition, but a natural aspect of the architecture, with security protocols 

defined at every level boundary. 

•  Constant Adaptation via Federated Learning Federation: The parameters of the model are updated by a privacy-

preserving federated protocol instead of a centralized retraining every now and then, preventing the model from 

being updated to changing fraud patterns in real-time. 

3.2 Tier 1: Mobile Edge - On-Device Detection 

The mobile device layer is the core count of defense against fraud, and it is designed to operate without a network. Every 

mobile banking application has integrated a TensorFlow Lite INT8-quantized Random Forest model (430 KB footprint) 

which runs synchronously in the event of transaction authorization. The model runs inference on a locally extracted 18 

dimensions feature vector v ∈ ℝ¹⁸ in the ARM TrustZone Trusted Execution Environment (TEE) and the application 

processor and is invisible to malicious software running in the normal world. 
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The fraud detection device-layer module has a local history of a sliding-window of transactions which are the latest �� =20events. This history is safely saved in the Trusted Execution Environment (TEE) casing storage whereby transaction data 

of the sensitive nature is not accessible to the main operating system. The recorded events are able to compute the inter-

transaction behavioral features such as velocity of transactions, frequency of transactions and patterns of location change. 

These contextual features give further hints that assist in detecting anomalous user activity at the earliest processing stage the 

device applies a lightweight fraud prediction model, producing a fraud probability score is �� ∈ [0,1]. The probability of 

fraud that is predicted is subjected to a decision threshold to decide on the next course of processing. Transactions with scores 

less than the device-level threshold 
� = 0.35θ th are automatically authorized:  �� < 
�These transactions are locally 

authorized and a time-stamped audit log entry is stored to make them traceable. By contrast, transactions whose likelihood 

of fraud is at or above the level are considered possibly suspect. They are encrypted with AES-256-GCM and an ephemeral 

session key and sent to the edge gateway layer over TLS 1.3 to do a more in-depth analysis. This top-to-bottom decision 

approach minimizes overhead of communication and also provides deeper analysis to the transactions with more risks at the 

next level of processing. 

 

Fig. 1. Three-tier EC-CFD architecture 

3.3 Tier 2: Edge Gateway-Aggregation and Preliminary Scoring 

The edge gateway is implemented as a micro service (in Docker and Kubernetes-managed) that runs on edge servers co-

located with mobile base stations, or within the regional compute node of a financial institution. The gateway realizes four 

stages of processing consecutively: 

 

Encrypted feature vectors of incoming packets transmitted by a number of parallel user devices are aggregated at the gateway 

layer first in a short batch of intervals of 5 ms. At this point, the non-authenticated encrypted payloads are decrypted safely 

with device-specific session keys that have been created in the authentication process. The feature vectors are temporarily 

buffered after decryption and put in a processing queue where they undergo additional normalization and risk analysis. After 

decryption, all of the feature vectors are subject to feature normalization, so that the numbers in heterogeneous input attributes 

can have uniform numerical ranges. The system uses min-max normalization in statistics that are dynamically updated within 

a 1-hour observation. The normalized feature presentation is calculated as: 

����� = � − �������� − ���� (1) 

where �represents the raw feature value, while ����and ����represent the minimum and maximum values observed during 

the rolling window. In order to ensure numerical stability, especially when ����and ���� are highly related, the denominator 

is given a small constant � = 10��. After normalizing the processed feature vector is fed through the gateway-level fraud 

detection model, which uses a pre-trained Gradient Boosting Machine (GBM) of 200 decision trees. The model considers the 

normalized feature vector and creates a risk score:  �� = !"#(�����), �� ∈ [0,1] (2) 
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Multi-threaded SIMD-accelerated computation is optimized to execute the inference process with low-latency and achieves 

a prediction time of 3-5 milliseconds. Finally, the resulting score of the gateway risk is compared to a predetermined decision 

threshold 
� = 0.55 . Any transaction that generates a score lower than this threshold ( �� < 
� ) is considered 

CONDITIONAL_ALLOW to be made and at the same time the event is asynchronously added to the cloud audit ledger to 

enable traceability. In contrast, transactions with �� ≥ 
� are considered suspicious and are securely encrypted with the 

help of mutual Transport Layer Security (mTLS) and handed over to the cloud-based level of fraud analysis to be further 

examined. 

3.4 Tier 3: Cloud Analytics - Deep Sequential Analysis 
 

The cloud tier is where models with high computational needs are deployed, i.e. those needing access to world-wide fraud 

intelligence, long chains of transactions and cross-user behavioral graph analytics. Each escalated transaction utilises three 

components which work in parallel: 

• LSTM Sequential Model: This model is a two-layer LSTM network with 128 hidden units per layer that takes the 50 

most recent transactions of the user (padded by learned masking tokens in the case of users who do not have 50 

historical transactions) to learn long-range temporal patterns of fraud. The dropout-regularized fully connected output 

layer is fed through the final hidden state. 

• XGBoost Ensemble: P 500-tree XGBoost classifier is trained on the augmented feature set, and includes cross-user 

aggregate statistics such as percentile rank of transaction amount within peer group (users with similar demographic 

and behavioral profile), and fraud rate of the merchant category of the transaction on the institutional level. 

• Cross-User Graph Analytics: A weighted directed graph of transaction relationships between accounts (nodes) that is 

dynamically maintained (reshaped with each transaction relationship) is computed with customized PageRank to find 

accounts that have an abnormally high centrality in transaction networks, a structural measure of money mule 

operations within a fraud ring.  

The presented fraud detection system combines forecasts of various analytical modules to create a single risk rating of a 

transaction. In particular, the Long Short-Term Memory (LSTM) model, the gradient boosting model, and the graph-based 

analytics module produce intermediate scores of fraud probability, which are represented as, �'()� , ���* , and ����+, , 

respectively. These scores represent contrasting attributes of transactional behavior such as temporal patterns, structured 

feature relationships and graphical based interaction patterns between entities. The overall composite risk score of fraud is 

obtained by a weighted average of the primary model results: 
 �- = 0.60 ⋅ �'()� + 0.40 ⋅ ���* (3) 
 

The graph analytics module is not used in the final scoring formula in the current implementation. The graph-based analysis 

insights are instead inferred indirectly by adding knowledge to the feature space consumed by the gradient boosting model. 

The potential fraudulent transaction is defined as a transaction with a composite score which surpasses the pre-specified 

decision threshold: 
 �- ≥ 
- (4) 

where the threshold is set to 
- = 0.70. The transactions that surpass this limit will lead to an automated mitigation response, 

such as real-time blockage of transactions, notification to the user via secure banking platforms, and an asynchronous update 

of the fraud intelligence system. This adaptive feedback system, allows the detection models to be continuously refined and 

allows the system to become more responsive to new types of fraud. 

3.5 Data Flow and Transaction Decision Protocol 

Fig. 2 present the summary of data flow and transactional decision protocol.  

4. Proposed Fraud Detection Model 

4.1 Feature Engineering Framework 

The quality of feature representation is the fundamental limit of the discriminative capacity of any given fraud detection 

system. Where EC-CFD uses an 18-dimensional feature vector v = [f₁, f₂, ..., f₁₈] which is arranged in four orthogonal 

domains. These features that are independent of an object's state and therefore must be considered transactional. 

4.1.1 Transaction-Intrinsic Features (f₁–f₅) 

 The transaction-intrinsic features (f1-f5) are features that are independent of the state of an object and must hence, be 

transactional. The features are intrinsic properties of the transaction record, which can be calculated using direct transaction 

logs without the need to have external contextual data. The amount z-score is one of these important features and it indicates 

how anomalous the amount of transaction is when compared to previous behavior of the user in terms of spending. This 

standardized deviation score is determined as: 
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3� = 4) − 5�6�  (5) 

where 4)denotes the current transaction amount, while 5�  and 6�  denotes the rolling mean, and standard deviation of 

transaction amounts of a user in the last 30 days. These statistics are computed over the last 720 hours giving an elastic 

baseline that captures the spending trends of the user. 

 

 

Fig. 2. Step-by-step transaction decision  

Fraud can also be detected using temporal characteristics of the transactions. Given that the time of transaction is a cyclical 

daily pattern the hour of the day is coded with the help of sinuoidal transformations to prevent the discontinuities caused by 

day boundaries. The defined features of the cyclical time are: 

!(�� = sin :2; ⋅ ℎ=>?��@24 A !-�( = cos :2; ⋅ ℎ=>?��@24 A  
(6) 

These properties maintain the periodicity of time such that the hours close to midnight are close in the feature space. The 

other transaction level features will also increase the ability of detection of anomalies. The merchant category code (MCC) 

anomaly score is one of these features, and that can be calculated as the Kullback-Leibler divergence between the current 

transaction MCC and the history MCCs distribution of the user. This measure determines the degree to which a certain type 

of merchandise is unexpected compared to the average expenditure habits of the user. One more characteristic is a binary 
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cross-border transaction indicator, which identifies those transactions that take place in another country other than the area 

the user is accustomed to. A combination of these inherent transaction characteristics gives a well-represented depiction of 

aberrant spending that could be a sign of fraudulent activity. 

4.1.2 Geo-Location Anomaly Features (f₆–f₉) 

Location-based fraud detection signals are derived from the geographical distance between consecutive transaction locations. 

These features help identify suspicious activities such as transactions originating from geographically distant locations within 

an unrealistically short time interval. The spatial distance between two transactions is computed using the Haversine distance 

formula, which measures the great-circle distance between two points on the Earth’s surface. 

Given the geographic coordinates (ϕE, λE) and (ϕG, λG) representing the latitude and longitude of two consecutive 

transactions, the Haversine distance is calculated as: 

dI = 2R ⋅ arcsin MNsinG OΔϕ2 Q + cos(ϕE)cos(ϕG)sinG OΔλ2 Q 

(7) 

where R = 6,371km denotes the mean radius of the Earth, Δϕ = ϕG − ϕE represents the difference in latitude, and Δλ =λG − λE represents the difference in longitude. To detect unrealistic movement patterns, the system evaluates an impossible 

travel indicator that compares the geographic distance between transactions with the time elapsed between them. This 

indicator is defined as: 

IS = T1, if 
dIΔt > vXYZ0, otherwise

 

(8) 

where Δtdenotes the time lag between two transactions in hours, and vXYZ = 1000km/h denotes a conservative maximum 

human traveling speed equal to commercial air traveling. A transaction sequence with an implied travel speed that is higher 

than this threshold is marked as possibly being a fraud. The location analysis module also features some additional geo-

contextual features in addition to distance-based indicators. These are the country-level fraud risk scoreF\, which is obtained 

through regulatory intelligence sources like financial crime advisories and normalized in the range[0, 1]. The other feature is 

the departure of the major country of use of the user which is characterized by a binary indication that characterizes 

transactions that were brought about outside the geographic area of the user. When together, these attributes of the location 

augment the system in identifying geographically aberrant transactional behavior. 

4.1.3 Device Fingerprinting Features (f₁₀–f₁₃) 

The consistency of device fingerprint signals are then used to identify the discrepancy between the devices attributes of the 

current session and the previously registered device profile of the user. The messages can be used to detect suspicious access 

logins done using an unknown or compromised device. In order to measure this consistency, a composite device trust score 

is derived by summing several binary indicators reflecting the correspondence of major device characteristics to the past 

profile of a user. The device trust score is given as: 

])�^() = _E ⋅ �̀� + _G ⋅ �̀( + _a ⋅ �̀+ + _b ⋅ `��)  (9) 

where �̀� ∈ {0,1}represents whether the device identifier matches the registered device, �̀( ∈ {0,1}indicates whether the 

operating system version falls within the user’s expected version range, �̀+ ∈ {0,1} denotes whether the IP address 

Autonomous System Number (ASN) belongs to the user’s historical ASN set, and `��) ∈ {0,1}indicates network type 

consistency, distinguishing between cellular and Wi-Fi access patterns. 

The weighted contribution of each indicator is calculated as a result of empirical calibration of validation experiments. The 

weights are allocated as _E = 0.40for device identifier consistency, _G = 0.20for operating system compatibility, _a =0.25for IP address ASN consistency, and _b = 0.15for network type alignment. This weighted aggregation will result in a 

device trust score that is indicative of the probability that the session is caused by a legitimate user device.  

4.1.4 Behavioral Biometric Features (f₁₄–f₁₈) 

Behavioral biometrics give continuous implicit authentication cues through user touch patterns in the course of mobile 

banking. These signals pick up small behavioural traits which attackers or automated scripts can hardly mimic. The 
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entitlement to user interaction within an application session in terms of complexity and diversity is just one important 

behavioral metric, namely, navigation entropy. The definition of the navigation entropy is: 

e��f = − g h�
i

�jE ⋅ logG(h�) 

(10) 

where h�  is the relative frequency of going to the screen state i and K is the number of different screen states visited in the 

session. A smaller value of entropy means that there is repetitiveness or predictability in the navigation behavior and this is 

usually attributed to automated bot activity or scripted interactions, although genuine human users generally vary in their 

patterns of interaction. In addition to navigation entropy, the system considers inter-keystroke timing variance represented as 

namely 6n�@ , which is computed using the time interval between the next typing in the current site.  This feature records 

typing rhythm anomalies that can be an indicator of suspicious activity. The touchscreen pressure deviation is another 

behavioral indicator, and it will be defined as: 

o+��(( = ∣ q)�^-, − 5+��(( ∣6+��((  
(11) 

where q)�^-, represents the observed touch pressure, while 5+��((and 6+��(( correspond to the user's historical mean pressure 

and standard deviation, respectively. Normalized deviation presents forces of interaction that are abnormal and which are not 

at the behavioral baseline set by the user. Finally, the ratio of the swipe velocity is calculated as: 

���)�� = frstuvwrstuv      (12) 

In this case, where �( �+� is the current swipe velocity and 5( �+�  is the historical average swipe velocity of the user. These 

behavioral biometric features, when combined, create a continuous authentication layer, and this step improves the detection 

of fraud by revealing minor deviations to the normal pattern of interaction by the user. 

4.2 Edge Tier: Quantized Random Forest Model 

The edge-tier fraud detector is a Random Forest classifier which is a collection of decision trees each with a maximum depth 

of DXYZ = 8. Gini impurity criterion is employed to train the model to decide on the best node splits. The soft-vote average 

of the posterior probabilities given by each tree is used to compute the final prediction of the ensemble: 

�� = 1z{ g ℎn
|}

njE (�) 

(13) 

where h�(v) ∈ [0,1] where is the posterior probability of fraud due to feature vector v that is predicted by the kSIdecision 

tree. In training, candidate node splits undergo evaluation by minimizing the weighted Gini impurity which is defined as: 

Gini(�) = 1 − g h-G
G

-jE  

(14) 

where h-represents the probability of class � in the subsample subset�.  The imbalance in the number of classes is so huge in 

the financial transactions that class weighting is done on the basis of the inverse of the frequency of the classes. In the case 

of PaySim dataset (Lopez-Rojas et al., 2016), the weight of the fraud classes is computed as: 

 _���^� = �'���)����^� ≈ 556 
(15) 

The model can be post-trained with INT8 quantization to use less memory and boost inference performance on resource-

constrained edge devices. Here, 32 bit floating-point weights are encoded as 8-bit integers with layer-specific scaling factors 

trained on an example calibration set of 10,000 transactions. The transformation of quantization is defined as: 

_�|{� = round �_��aG
scale

� + zero_point (16) 
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This quantization process decreases the size of the model to 430 KB (a compression ratio of 23.7x) as compared to 18.4 MB 

size, but still the prediction accuracy of the model is only 0.8% of that of the full-precision model. To establish the statistical 

equivalence of the quantized and full- precision model, a paired t-test with 100,000 paired test transactions, yieldingh >0.05, indicating no statistically significant degradation in predictive performance. 

4.3 Gateway Tier: Gradient Boosting Classifier 

The gateway layer uses a Gradient Boosting Machine (GBM) that is made up of � = 200 additive weak learners. The model 

is trained by minimizing binary cross-entropy loss which is defined as: 

�(�, �) = − 1� g[�� log(6(�(��))) + (1 − ��)log(1 − 6(�(��)))]�
�jE  

(17) 

where 6(⋅)σ(⋅) denotes the sigmoid activation function. The predictive model is represented as an additive ensemble: 

�(�) = g � ⋅�
�jE !�(�) 

(18) 

where � = 0.05 the learning is rate and !�(⋅)denotes shallow regression trees with a maximum depth of 4. During each 

boosting iteration, the algorithm computes pseudo-residuals corresponding to the negative gradient of the loss function: 

?�� = − ���(�� , �(��))��(��) � 
(19) 

These residuals guide the training of the next weak learner in the ensemble. To improve generalization and reduce overfitting, 

stochastic gradient boosting is applied with a subsample rate of 0.8, while the minimum number of samples per leaf node is 

set to 50. These regularization strategies ensure that the model does not excessively fit the training distribution. For 

deployment efficiency, the trained GBM model is serialized into the Open Neural Network Exchange (ONNX) format, 

enabling hardware-agnostic execution across heterogeneous edge server platforms. 

4.4 Cloud Tier: LSTM Sequential Model 

The cloud LSTM model processes a sequence of � = 50 historical transaction feature vectors 

e^(�� = {�)�{�E, … , �)}  (20) 

The internal recurrence operations of the two-layer LSTM network (128 hidden units per layer) are defined as follows: 

!) = 6(�� ⋅ [ℎ)�E, �)] + ��)(forget gate) (21) �) = 6(�� ⋅ [ℎ)�E, �)] + ��)(input gate) (22) �~) = tanh(�� ⋅ [ℎ)�E, �)] + ��)(candidate cell state) (23) 

�) = !) ⊙ �)�E + �) ⊙ �~)(cell state update) (24) =) = 6(�� ⋅ [ℎ)�E, �)] + ��)(output gate) (25) ℎ) = =) ⊙ tanh(�))(hidden state) (26) 

where 

•  �� , �� , �� , �� ∈ �EG�×(EG��E�)represent the learnable weight matrices. 

•  ��, �� , �� , �� ∈ �EG�denote the bias vectors. 

•  6(⋅)represents the sigmoid activation function. 

•  ⊙denotes element-wise multiplication. 

The final hidden representation ℎ{ is passed through a fully connected dense layer with sigmoid activation, producing the 

fraud probability score 
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�'()� ∈ [0,1] (27) 

Model training is performed using the Adam optimizer (Kingma & Ba, 2015) with learning rate 1 × 10�a , momentum 

parameters �E = 0.9and �G = 0.999, batch size of 256, dropout rate 0.3, and a class-weighted loss function with a fraud-to-

legitimate weight ratio of 200:1 to address class imbalance. 

4.5 Cloud Tier: XGBoost Ensemble and Final Scoring 

The XGBoost ensemble with z = 500 estimators is trained on the full 18-dimensional feature vector augmented with 12 

cross-user aggregate statistics. The regularized objective function is defined as: 

¡�¢(
) = g £(� �̂� , ��) + g ¥(n !n) 
(28) 

¥(!) = ¦� + 12 § g _̈G{
¨jE  

(29) 

where � denotes the number of leaf nodes and _̈  represents the prediction weight assigned to the ¢),  leaf. The parameter ¦ =0.1 specifies the minimum loss reduction required to perform a split, while § = 1.0 controls the L2 regularization applied to 

the leaf weights.  
 

6. Experimental Setup 

6.1 Datasets 

 

To evaluate ecological validity and generalizability, two complimentary datasets will be used: 

• Primary Dataset (PaySim Extended): This is a simulated mobile banking transaction dataset created by running an 

extended version of PaySim on parameterized in terms of real statistical distributions on anonymized transaction logs 

of a local commercial bank. Total events: N = 2,400,000; fraud prevalence: 0.18% (4,320 fraudulent transactions); 

time frame: 30 simulated days; feature set: 22 raw fields which yield 18 engineered features. The PaySim is widely 

proven as an accurate fraud detection benchmark; its statistical characteristics (distribution of transaction amounts, 

time series, and fraud typology) are similar to those found in industry fraud analytics reports. 

 

• Secondary Dataset (IEEE-CIS Fraud Detection): A real-life dataset of e-commerce transactions that was availed to the 

competition of IEEE Computational Intelligence Society in fraud detection. Total instances: N = 590,540; prevalence 

of fraud: 3.5 percent; characteristics: 433 raw fields with device-specific attributes, network identifiers, and 

anonymized behavioral features. The fact that this dataset has a higher prevalence of fraud and richer feature space is 

a stress-test of the extrapolation of the model to settings other than the main PaySim benchmark.  

Training, validation, and test sets are split into stratified 70/15/15. The stratification maintains the ratio of prevalence of 

frauds between the splits. The validation set is only used in hyperparameter tuning and threshold calibration, then the test set 

is reserved until any end biases. 

6.2 Hardware and Software Configuration 

Eight baseline systems are evaluated: (1) a rule-based threshold system calibrated on training data; (2) Random Forest (cloud-

only, full precision); (3) Autoencoder anomaly detector (cloud); (4) LSTM (cloud, same architecture as EC-CFD cloud tier, 

trained identically); (5) XGBoost  (cloud-only ensemble); (6) Graph Neural Network (cloud); (7) Li et al. MEC+SVM edge 

system; and (8) Carcillo et al. streaming Gradient Boosting. All baselines are retrained and evaluated on the same data splits 

to ensure fair comparison. 
 

Table 2 

Hardware and software configuration for experimental evaluation across all three tiers. 

Component Mobile Device (Tier 1) Edge Gateway (Tier 2) Cloud Platform (Tier 3) 

Processor ARM Cortex-A78 (8-core, 2.8 GHz) Intel Xeon E-2388G (8-core, 3.2 GHz) Intel Xeon Platinum 8380 (40-core) 

Memory 8 GB LPDDR5 (4,267 MHz) 64 GB DDR4 ECC 512 GB DDR4 ECC Registered 

Accelerator Adreno 730 NPU (26 TOPS) Intel AMX (Matrix Ext.) NVIDIA A100 80 GB × 4 (NVLink) 

Storage 128 GB UFS 3.1 2 TB NVMe SSD 10 TB NVMe SSD RAID-10 

Operating System Android 13 / Linux 6.1 Ubuntu 22.04 LTS Ubuntu 22.04 LTS 

ML Framework TensorFlow Lite 2.13 (INT8) XGBoost 1.7 / ONNX Runtime 1.16 TensorFlow 2.13 and XGBoost 1.7 

Network 5G Sub-6 GHz (50 Mbps avg) 1 Gbps Ethernet 100 Gbps InfiniBand HDR 

Security Module ARM TrustZone TEE Intel TDX (Trust Domain Ext.) AMD SEV-SNP Confidential VM 

Containerization N/A Docker 24 / Kubernetes 1.28 Kubernetes 1.28 and  Istio 1.19 
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7. Results and Performance Analysis 

7.1 Overall Classification Performance 
 

Table 3 presents classification performance across all evaluated systems on the primary PaySim test set (N = 360,000; 648 

fraudulent transactions). All metrics are computed on the held-out test set using the thresholds optimized on the validation 

set. 

Table 3 

Classification performance on PaySim (primary) and IEEE-CIS (secondary) test sets. Bold green = proposed EC-CFD full 

pipeline. 

Model Acc (%) Prec (%) Recall (%) F1 (%) AUC FPR (%) 

Rule-Based Baseline 81.2 74.3 69.1 71.6 0.862 18.2 

Random Forest (Cloud) 96.2 91.2 88.7 89.9 0.957 6.7 

Autoencoder (Cloud) 94.7 87.6 85.3 86.4 0.961 8.4 

LSTM (Cloud) 97.4 95.1 94.8 94.9 0.980 4.1 

XGBoost (Cloud) (Chen, T., & Guestrin, C. (2016)) 97.8 95.6 95.2 95.4 0.983 3.8 

GNN (Cloud) 97.9 94.8 95.1 94.9 0.983 3.2 

MEC+SVM Li et al. (2022) 93.8 84.2 73.1 78.3 0.931 5.6 

Carcillo Stream GBM 95.3 89.3 85.4 87.3 0.952 7.1 

EC-CFD Edge Tier Only 95.4 91.2 88.7 89.9 0.957 6.7 

EC-CFD Gateway Tier Only 96.8 93.7 92.4 93.0 0.971 4.9 

EC-CFD Cloud Ensemble Only 98.1 96.2 96.0 96.1 0.987 3.1 

EC-CFD Full Pipeline 98.7 97.3 97.6 97.4 0.992 2.8 

EC-CFD (IEEE-CIS Dataset) 97.9 96.8 96.2 96.5 0.988 3.4 

 

  

Fig. 3. Classification performance comparison (Accuracy, 

Precision, Recall, F1-Score) across all nine evaluated systems.  

Fig. 4. ROC curves for all evaluated models. 

EC-CFD achieves 98.7% accuracy and F1-score of 97.4%, outperforming the best individual-model baseline (GNN, 97.9% 

accuracy, 94.9% F1) by 0.8% and 2.5 percentage points respectively. Notably, EC-CFD achieves these improvements 

simultaneously with the lowest false positive rate (2.8%) among all evaluated systems, while also providing the lowest latency 

and highest privacy guarantees, a combination not demonstrated by any existing published approach. 

7.2 ROC Curve Analysis 

The ROC analysis establishes the better discriminative ability of EC-CFD in all operating threshold settings. The AUC-ROC 

of 0.992 indicates an improvement of 1.5% in comparison with the best cloud-only base (XGBoost: 0.983) and 13.0 percent 

in comparison with rule-based systems (0.862). The area between the EC-CFD and LSTM curves in Fig. 5 represents 

transactions in the 0.92–0.99 TPR range where EC-CFD's behavioral sequence modelling and device fingerprinting features 

provide discrimination that LSTM alone cannot achieve. 

7.3 Latency and Throughput Analysis 

The Table 4 compares the performance of different systems based on latency (P50 and P95), throughput (TPS), cloud load, 

and number of users. The cloud-only models such as Random Forest, LSTM, and GNN show high latency ranging from 310–

790 ms (P50) and lower throughput because all computations occur in the cloud, resulting in 100% cloud load. The MEC-

based approach using SVM improves performance by processing data at the edge, reducing latency to 22 ms (P50) and 

increasing throughput to 18,000 TPS without cloud dependency. The proposed EC-CFD framework achieves the best 

performance by combining edge and cloud processing. The Edge Decision module has very low P50 latency (8.3 ms) and 
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very high throughput (48,000 TPS) at zero cloud loads. At a 13-14 percent cloud resources, the system still heats 50K users 

even when full EC-CFD pipeline is applied, which implies that the system is more scalable and efficient than the current 

methods.  

 

Fig. 5. End-to-end decision latency (P50 and P95) on log scale. . 

Table 4 

Latency and throughput under varying concurrent user loads. EC-CFD / notation indicates edge-tier / cloud-tier latency 

respectively. 

System P50 (ms) P95 (ms) TPS Cloud Load Users 

Cloud-Only RF Baseline 310 680 3,200 100% 5K 

Cloud-Only LSTM Baseline 580 910 2,400 100% 5K 

Cloud-Only GNN (Wang et al., 2023) 790 1,340 1,800 100% 5K 

MEC and SVM (Li et al., 2022) 22 55 18,000 0% 5K 

Cloud-Only RF (20K users) Breiman (2001) 487 912 2,100 100% 20K 

EC-CFD Edge Decision 8.3 19.4 48,000 0% 5K 

EC-CFD Full Pipeline 8.3/94 19.4/188 48,000 13% 5K 

EC-CFD Full Pipeline 9.1/97 21.2/196 46,500 14% 50K 

7.4 Scalability Analysis 

EC-CFD can scale throughput nearly linearly between 500 and 30,000 simultaneous users (R² = 0.993 against a linear 

regression), with a degradation that is moderate at 50,000 users (measured TPS: 46,500 vs. linear projection: 51,200—a 9.2% 

sub-linear degradation attributable to edge node connection pool saturation). The cloud-only LSTM baseline performance 

declines linearly past 10,000 users, with P95 latency being more than 2,000 ms at 20,000 users, making it impractical to 

deploy in production-scale applications. This proves that edge offloading is not just a latency optimization but a scaling 

requirement of banking systems with one or more million of users simultaneously. 

 

 

Fig. 6. Scalability analysis: (a) median latency and (b) throughput vs. concurrent user load on log scale.  
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7.5 False Positive and False Negative Rate Analysis 

The 31.4% drop in FPR compared to the best cloud-only baseline (LSTM: 4.1% FPR) has direct operational value: a decrease 

of 4.1 to 2.8 FPR in a bank with 10 million transactions per day means that an operational cost of 130,000 false declines each 

day is removed, and this figure reflects both customer irritation and potential churn, as well as cost of resolution. The FNR 

decrease (5.2 to 2.4) that will occur simultaneously will guarantee that fewer fraudulent transactions will be detected, which 

will lead to direct financial losses reduction. 

 

Fig. 7. False positive rate (FPR) and false negative rate (FNR) comparison. 

7.6 Transaction Routing Distribution 

Fig. 8 shows the distribution of transaction routing latency and average latency per tier of decision in the EC-CFD structure. 

Most transactions (87.2%) are processed at the edge tier as seen in the pie chart and can therefore make quick decisions near 

to the user. A lower percentage (9.6%) is processed at the gateway tier and just 3.2% of transactions need the further 

examination in the cloud tier. The comparison of the latency indicates that the edge tier has the lowest average latency (8.3 

ms), then the gateway tier with a latency of 18.0 ms, and finally with the cloud tier with a latency of 94.0 ms because of more 

processing and communication overhead. Notably, a significant point is the fact that all levels of decision-making are 

significantly lower than 200 ms EMVCo latency, which proves the effectiveness and real-time performance of the offered 

edge-cloud collaborative architecture. 

 

 

Fig. 8. Transaction routing distribution across tiers and average latency per tier. 
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7.7 Threshold Sensitivity Analysis 

Fig. 9 shows that the F1-score curves of each tier clearly have a peak at the calibrated optimal threshold with plateaus which 

are relatively flat, a property that shows the strength to miscalibrate the threshold. 

 

Fig. 9. F1-score, precision, and recall vs. classification threshold for each tier.  

7.8 Confusion Matrix Analysis 

The comparison of the confusion matrix in Figure 10 is calculated as the gains of EC-CFD at the raw count level. LSTM 

cloud-only baseline, EC-CFD gets false positives to 1,880, false negatives to 3,210, respectively (−74.5%) on the 440,000-

transactions test set. The benefits that come about as a result of these are customer friction reduction and a reduction in fraud 

losses respectively. 

 

Fig. 10. Confusion matrices comparing LSTM Cloud-Only vs. EC-CFD Full Pipeline on the PaySim test set (N = 440,000 

transactions). 

7.9 Feature Importance and Model Interpretability 

The feature importance analysis (Fig. 11) shows that the dominating features of the discriminative signal are transaction-

intrinsic and geo-location features (top-5 features determine 73.2% of cumulative importance), which could be explained by 

the intuition that the most effective fraud-indicating features are gross deviations in transaction scale and physically 
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impossible travel patterns. The behavioral biometric characteristics (f₁₄–f₁₈), hold lower importance individually but are 

valuable indeed when combined together (18.1% cumulative) and especially at identifying bot-automated transactions that 

imitate normal behavioral patterns in the larger scale but will break down at the finer-grained biometric details.  

 

 

Fig. 11. Feature importance ranking from the edge-tier Random Forest, measured by normalized mean decrease in Gini 

impurity.  

7.10 Model Convergence Analysis 

The LSTM training convergence (Fig. 12) demonstrates smooth, monotone loss reduction without evidence of divergence or 

instability. The training-validation accuracy gap at convergence is 1.3%, indicating adequate regularization (dropout rate 0.3, 

L2 weight decay 1×10⁻⁴) and absence of significant overfitting. Early stopping is triggered at epoch 35 based on validation 

loss plateau detection with patience = 5 epochs. 

 

Fig. 12. LSTM training convergence: binary cross-entropy loss and accuracy over 50 epochs.  

 

Fig. 13. Model memory footprint (MB) and per-inference latency (ms) by deployment tier.  
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Fig. 13 compares different machine learning models in terms of memory footprint and inference latency. In the memory 

analysis, cloud-based models such as LSTM (28.7 MB) and GNN (45.8 MB) require significantly larger memory compared 

to lightweight edge models. The Quantized Random Forest (INT8) model used at the edge requires only 0.43 MB, which is 

well below the 1 MB mobile deployment limit, making it suitable for edge devices. In terms of inference latency, 

the Quantized RF model achieves the fastest response time (5.1 ms), while cloud-based models such as LSTM (94 

ms) and GNN (790 ms) show much higher latency due to computational complexity. These results demonstrate 

that lightweight edge models provide faster and more resource-efficient inference, enabling real-time decision-making in 

edge–cloud collaborative systems. 

7.11 Multi-Dimensional Performance Radar Analysis 

 

 

Fig. 14. Multi-dimensional performance radar chart comparing EC-CFD against four baseline systems across seven 

normalized performance dimensions 

The radar chart (Fig. 14) provides a holistic visualization of the multi-objective performance landscape. EC-CFD achieves 

the largest enclosed area (normalized multi-objective score: 0.944) compared to the next-best system LSTM Cloud (0.617), 

demonstrating that EC-CFD's improvements are not achieved through trade-offs that sacrifice performance in other 

dimensions, a critical distinction from approaches that optimize single metrics at the expense of others. 

8. Security and Privacy Considerations 

8.1 Layered Encryption Architecture 

EC-CFD also uses defense-in-depth encryption on all inter-tier communication channels. Mobile device-to-gateway 

communication makes use of TLS 1.3 using the X25519 Elliptic Curve Diffie-Hellman Ephemeral (ECDHE) key exchange, 

which ensures perfect forward secrecy. Application-layer encryption enables the use of AES-256-GCM along with ephemeral 

session keying that offers redundant protection against TLS session key compromise. The feature vectors are encrypted and 

leave the mobile TEE, so that even the application processor of the device has been compromised, the feature vectors are 

encrypted. In gateway-to-cloud communication, TLS (mutual TLS, mTLS) is used, with clients verifying with a client 

certificate, so that unauthorized gateway nodes cannot make transactions with the cloud inference API. 

8.2 Differential Privacy for Federated Learning 

 

EC-CFD Model training uses Differently Private Stochastic Gradient Descent (DP-SGD) to ensure that the individual user 

history of transactions is not inference able by the model parameters. The loss function produces a gradient vector g during 

every local training iteration. The gradient is clipped before being perturbed with Gaussian noise to enable preservation of 

privacy. The differentially private gradient can be written as: 

©~ = Clip(©, �) + z(0, 6G�Gª) (30) 

Where � = 1.0 represents the �G  gradient clipping norm and 6σ denotes the noise multiplier. The noise level is calibrated 

to satisfy (�, «)-differential privacy with � = 1.0 and« = 10�¬. The cumulative privacy budget of federated learning rounds 
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is monitored using the Renyi Differentiated Privacy (RDP) accountant in order to track the privacy guarantees. The composed 

privacy bound may be estimated as: 

 

�composed ≤ �® ⋅ ¯2� ⋅ log(1/«) (31) 

 

Moreover, federated aggregation is done with a Byzantine Fault-Tolerant (BFT) mechanism in terms of the coordinate-wise 

median operator. The method is effective to reduce the effects of corrupted or malicious gradient updates as a result of 

compromised edge nodes. Even an aggregation based on coordinate-wise median is robust to up to ⌊(² − 1)/2⌋ participants 

behave in a Byzantine manner within a federation consisting of ² nodes. 

8.3 On-Device Secure Enclaves 

 

ARM TrustZone Trusted Execution Environments (TEEs) contain mobile device-resident model weights, behavioral 

biometric templates, and transaction history buffers. TEE-protected execution ensures that the inference computations and 

cryptographic functions are not exposed to the normal execution world of the device, which avoids model extraction attacks, 

behavioral template theft, and ability to modify audit log entries despite full compromise of the application processor 

operating system. 

8.4 Regulatory Compliance Framework 

The architecture of EC-CFD is built in compliance with five big regulatory frameworks: 

• GDPR (EU) 2016/679: The provision of minimized data in the form of feature vectors instead of raw transaction 

records to upper levels is followed. The erasure right is justified by a model unlearning protocol, which makes use of 

a target gradient reversal. Article 30 records of processing requirements are met by the use of an audit log that contains 

integrity verification using the SHA-256 Merkle tree. Requirement 6.4, 8.2, 10.3  

• PCI-DSS v4.0 Network segmentation between tiers, strong authentication of access to the gateway, and automated 

verification of the integrity of audit logs meet the requirement of PCI-DSS of payment processing environments. 

• Basel III Operational Risk Guidelines: The multi-tiered redundancy and graceful degradation provisions of the 

framework meet the obligations of operational resilience among the systemically important financial institutions.  

• In the case of virtual assets and new payment methods, the FATF recommendation 15 (New Technologies) considers 

technology-neutral risk assessment, which is consistent with the risk-based approaches to screening transactions taken 

by EC-CFD.  

• Guidelines ICT and Security Risk Management: EBA guidelines on algorithmic decision-making in a financial service 

are met by the constant monitoring of the models, the detection of anomalies in the model drift, and the auditability of 

the federated updates. 

 

9. Limitations and Challenges 

9.1 Edge Device Hardware Heterogeneity 

The mobile devices market covers a spectrum of capabilities between flagship phones with dedicated NPUs with sub-3 ms 

inference capabilities and entry-level phones with 1 GB RAM with inference times of up to 50 ms. The latency of the QRF, 

with 3-7 ms, is confirmed on mid-range hardware, but with a lower-end device, this benefit is reduced. Such an engineering 

consideration that needs further research is adaptive model selection, which is based on profiling of device capability 

(between three model tiers, full, compressed, ultra-compressed variants). 

9.2 Federated Learning Communication Overhead 

The federated update protocol involves the transmission of periodical gradients by the participating edge nodes to the cloud 

aggregation server. In the case of the 128-unit LSTM, this is about 3.2 MB/round/unit/node, which is manageable over 5G 

(but might be forbidden on small networks). This can be minimized by gradient compression methods (quantized gradients, 

top-k sparsification) that make a tradeoff with convergent speed, which must be calibrated deployment-specifically. 

9.3 Adversarial Attacks on ML Models 

Fraud detection ML systems are susceptible to adversarial manipulation. Evasion attacks craft transaction feature vectors to 

fall marginally below classification thresholds while still achieving fraudulent objectives. Model inversion attacks attempt to 

reconstruct sensitive training data from model parameters. The framework's DP-SGD training and BFT federated aggregation 

mitigate poisoning attacks, but gradient-based evasion attacks against production edge models remain an active research 

challenge requiring adversarial training augmentation. 
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9.4 Cold-Start Problem for New Users 

The LSTM sequential model and behavioral biometric features require sufficient historical transaction data to establish 

reliable user behavioral baselines. New users with fewer than 10 historical transactions receive degraded detection quality at 

the cloud tier, as the LSTM processes padded sequences with learned masking tokens. Bootstrapping new user profiles from 

demographic peer-group statistics mitigates this limitation partially, but cold-start handling for high-risk transaction types 

remains an open challenge. 

10. Conclusion 

This paper presented EC-CFD, a novel Edge-to-Cloud Collaborative Fraud Detection framework that addresses the 

fundamental latency-accuracy-privacy trilemma constraining existing mobile banking fraud detection systems. By 

distributing complementary intelligence across three hierarchical tiers on-device INT8-quantized Random Forest, edge 

gateway Gradient Boosting Machine, and cloud LSTM-XGBoost ensemble—EC-CFD resolves 87.2% of transactions within 

8.3 ms at the device tier while maintaining end-to-end detection accuracy of 98.7% and AUC-ROC of 0.992. Empirical 

validation against eight state-of-the-art baselines on 2.4 million synthetic transactions and 590,540 real-world IEEE-CIS 

transactions demonstrates simultaneous improvements across all reported performance dimensions: 0.8% accuracy gain over 

the best baseline, 73% latency reduction, 31.4% false positive reduction, 74.5% false negative reduction, and 15.6× 

throughput improvement at 50,000 concurrent users. These results validate the hierarchical edge intelligence paradigm as a 

practical and scalable foundation for financial cybersecurity systems operating at the intersection of real-time performance, 

machine learning accuracy, and privacy compliance requirements mandated by contemporary financial regulation. 
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