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 The quick transfer of academic processes to cloud-based systems has increased the cyber-attack area 
of academic institutions significantly by introducing systemic weaknesses into the learning 
management systems (LMS), enterprise resource planning (ERP) tools, as well as databases housing 
student data. Traditional security controls, relying mostly on fixed signature databases and rule-based 
intrusion detection, are no longer effective against polymorphic malware, zero-day attacks, and 
advanced insider threats that define contemporary adversarial environments. Nevertheless, even with 
the emergence of cloud-native security tools, educational organisations are experiencing a high level 
of false positives, slower response to threats, and an almost complete inability to predict new vectors 
of attacks. Lacking contextually sensitive self-updating intelligence pipes exposes campus networks 
to cascading failures that threaten the privacy of students, integrity of research data, and compliance 
with regulations. This paper introduces Adaptive Threat Intelligence Learning Algorithm (ATILA), 
a five-layer security architecture, which combines transformer-based anomaly detection, 
reinforcement-learning-based policy coordination and federated collaborative defence in 
geographically distributed institutional nodes. Three benchmark datasets were used to evaluate 
ATILA: UNSW-NB15, CICIDS-2018 and a simulated corpus of campus cloud logs simulating a 
federated multi-campus environment. They were compared to rule-based, intrusion detection 
systems, and non-adaptive deep learning models and rule-based classifiers based on the static random 
forest. ATILA had 98.3% and 1.4% detection and false positive rates, respectively, which is 4.6 and 
8.3 % points better than the most successful non-adaptive baseline. The recall of the zero-day 
detection went to 91.7 and the mean time of the threat response came down to 6.1 ms. University 
LMS environments, multi-campus cloud federations, and online examination systems all receive 
deployment ready design specifications that provide a repeatable pathway towards institutions 
wishing to operationalise adaptive AI-driven security at scale. 
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1. Introduction 

 

Digital revolution of academic institutions has completely changed the working landscape of academic institutions across the 
globe (Mohamed Hashim, Tlemsani, & Matthews, 2022). In the last one decade, colleges and research institutions have 
increasingly shifted mission-critical workloads, such as student information systems, library databases, research collaboration 
platforms, and online exam systems, to cloud computing environments provided by vendors like Amazon Web Services, 
Microsoft Azure, and Google Cloud Platform. The 2024 survey of 450 colleges and universities in North America and Europe 
found that 78% of them had made the move to a hybrid or full-cloud-based primary administrative and instructional system, 
and it was estimated that this number would reach more than 90% by 2027 (Oliveira & Proença, 2025) . This has opened up 
high operational efficiencies, elastic scalability during enrolment surges and remote-access possibilities that were essential 
during the COVID-19 disruption period. Yet, it is that very openness in architecture that allows such pervasive access that 
also increases the attack surface vastly to an extent that the current security designs are no longer able to control it. 
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Cloud-based environments have a number of characteristics that make them particularly appealing targets of malicious actors 
(Aslan, Ozkan-Okay, & Gupta, 2021). To begin with, they are collecting incredibly sensitive data - personally identifiable 
information (PII) of minors, scholarly performance databases, academic financial aid information, and data on research grants 
funded by grants, all under one, externally accessible point. Second, the user population is heterogeneous, including students, 
faculty, administrators, third-party vendors, and partners in international exchanges, each of which has an accessible cloud 
substrate, with substantially different security postures with devices and networks of very different security posture. Third, 
institutional IT budgets are increasing, but are still too small in proportion to financial or defence ones, constraining the 
ability to buy and sustain sophisticated threat detection systems. 

Identified threat patterns in the educational cloud deployments have a wide and dynamic taxonomy. An example of this type 
of campaign is ransomware or the 2023 attacks on large district school systems and several universities in the UK, which 
encrypt file systems on institutions and take sensitive data out in a pair of cases of double-extortion campaigns (Anton, 
Aptyka & Teuteberg, 2024). LMS attacks that involve Distributed Denial-of-Service (DDoS) attacks during final 
examinations have completely brought down massively implemented platforms to thousands of students at a time (Berqia, 
Ismaili, Chahbi & Bouijij, 2025). Dark-web markets drive credential-stuffing attacks and allow attackers to masquerade as 
legitimate users and laterally pivot in cloud-hosted ERP systems. Insider threats are intentional or unintentional individuals 
who use their privileged accounts to steal research data or alter grades. The growing use of IoT devices in the campus presents 
new entry points into the cloud control plane via poorly secured device-to-cloud communication channels. 

The most common answer has been based upon the static rule-driven intrusion detection systems (IDS) and antivirus engines 
based on signature matching. Although they provide deterministic identification of identified attack patterns, the inherent 
weakness of these tools is that they assume the threat environment to be constant and identifiable. The modern attackers keep 
on evolving malware and shutting the command and control infrastructure, they are also using living on land tricks, which 
leave no binary signature. The result is an increasing detection gap: rule-based systems have false negative rates of above 30 
to new variants of attacks and at the same time generates too many false positives that overwhelms SOC analysts (Dhanuka 
& Rastogi, 2025). 

Machine learning-based adaptive threat intelligence based on continuous behavioural analysis has become an exerting 
paradigm. Intelligence AI security systems understand the default behavioural fingerprints of a legitimate user and services, 
learn statistically deviant anomalies that suggest compromise, and refresh models of detection in the background as new 
threat data is learnt. Transformer architectures have proven themselves to be amazingly capable of temporal sequence 
modelling network flows. Reinforcement learning gives the security orchestration systems an autonomous way of learning 
how to fine-tune response policies. Federated learning solves the institutional resistance to centralisation of sensitive 
telemetry by allowing a university campus to train collaboration models across campus nodes without raw logs being 
transferred. 

Regardless of this advancement, the gap between alleged theoretical adaptive AI security model capabilities and actualisation 
in educational cloud platforms remains evident. Current systems seldom realize the non-stationary nature of network traffic 
in campuses, which is highly seasonally periodic, with respect to academic calendars. Not many frameworks use dynamic 
conditioning signals of external threat intelligence. There is a striking lack of formal security analysis that proves resilience 
to adversarial model evasion attacks in the pedagogical literature of cybersecurity. 

This paper fills these gaps by designing, formally analyzing and empirically validating ATILA, a state-of-the-art end-to-end 
adaptive threat intelligence architecture that is responsive to the structural realities of educational cloud implementations. 
The existing research contributions are as follows: (i) a formally stated model of educational cloud infrastructure and 
mathematical threat intelligence functionality; (ii) a dynamic behavioural risk scoring system and provable O(1/√T) 
convergence guarantees; (iii) a federated collaborative defence protocol with (ε, δ)-differential privacy; (iv) an architecture 
of real-time anomaly detection, which is a combination of multi-head self-attention and policy-gradient reinforcement 
learning and (v) comprehensive experimental validation demonstrating statistically significant performance improvements 
over state-of-the-art baselines under ANOVA testing at p < 0.01. 
 

2. Related Work 

2.1 Cloud Intrusion Detection Systems 

Intrusion detection in cloud environments has received a lot of research, and both the signature paradigm and anomaly 
paradigm have made contributions to intrusion detection. (Modi et al., 2013) developed the baseline taxonomies of cloud 
IDS deployment modes including network-based, host-based and hypervisor-based modes, which discovered the scalability 
and latency as the primary operation constraints. The following study by Krishnan et al (2023) examined the application of 
collaborative IDS deployment in OpenStack networks and found that latency in detection could be lowered by 23% by 
distributing sensor location. Dunmore et al (2023). 46 published deep-learning IDS systems, and most of them had been 
tested on the KDD Cup 1999 dataset, which is outdated, casting severe doubt on the applicability to modern threat 
environments. One of the weaknesses is the dependency on fixed model parameters that are trained offline, which makes 
deployed systems progressively blind to new morphologies of attacks as adversarial training methods evolve after 
deployment. 
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2.2 Threat Intelligence Platforms and External Feed Integration 

Threat intelligence systems (TIPs) combine and normalize indicators of compromise (IoCs) based on a variety of data sources 
such as commercial feeds, MISP, OpenCTI, government notices, and dark-web surveillance platforms (Faiella et al., 2019), 
(de Melo e Silva et al., 2020). STIX/TAXII standardisation project has enhanced interoperability, but Asiri,  et al. discovered 
that the time lag between the publication of the IoC and operationalisation within the SIEM systems was often more than 48 
hours long, which is enough time to allow adversaries to achieve their goals (Asiri et al., 2023). The critical gap is lack of 
mechanisms that provide dynamically weighting of external intelligence signs by relevant context of the local institutional 
threat profile which is not supported by the static TIP architectures.  

2.3 AI-Based Cybersecurity Models 

Random forests and gradient boosting ensembles have been shown to be competitive in standard intrusion detection 
benchmarks with F1-scores of more than 0.95 on UNSW-NB15 under controlled conditions (Fathima et al., 2025). But batch-
trained models also assume a fixed distribution of data and need full retraining cycles - usually hours on production-scale 
datasets that generate a harmful update latency window. A hybrid CNN-LSTM architecture was introduced by Zhang et al. 
(2018), and their model achieved a 4.1 % point higher accuracy than standalone LSTM models, however they tested their 
model on a single-institution network trace only and did not investigate the continuous learning challenge due to the changing 
adversarial techniques. One Anu et al. (2025). The exceptionally attractive feature of the Anomaly Transformer architecture 
is its multi-head self-attention mechanism that is capable of associating events that are temporally separated without being 
constrained by the vanishing gradient of recurrent architectures. ATILA expands this upon which it further adds on-line 
adaptive updates and external conditioning signals, which were not previously included in the previous formulations. 

2.4 Zero-Trust Architecture and Identity-Centric Security 

The zero-trust security model, which is enshrined in NIST SP 800-207, does not accept any implicit forms of trust and instead 
requires ongoing authentication of each access request independent of network location (Elias, 2025). Kang et al. (2023) 
considered the implementation of zero-trust in a university network, showing that the lateral movement of simulated insider 
threats reduced by 41% in their implementation, however, did not use adaptive risk scoring. With Ueba as a part of zero-trust 
systems, a dynamic trust score is provided, but the scoring functions used are based on hand-crafted heuristic rules instead 
of learned representations, and these are limited in their ability to respond to new insider-based threat strategies. The adaptive 
risk scoring layer of ATILA absorbs the concept of UEBA in a trained multi-signal theory. 

2.5 Federated Learning for Distributed Security 

Federated learning Formalised by Khan et al (2025). Using the FedAvg algorithm, enables collaborative training of a model 
using distributed data silos without centralising training data. Experiments on intrusion detection have shown federated 
models are always 3-7 points higher in F1-score on unobserved attack variants compared to locally trained models. There are 
still critical limitations: with standard FedAvg, communication overhead is proportional to the model size; model poisoning 
attacks are an established vulnerability; and synchronous aggregation cycles do not work with the realities of educational 
network operation. The federated component of ATILA deals with these with the gradient compression, Byzantine-robust 
aggregation using coordinate-wise median, and a dropout-tolerant asynchronous update protocol. 

2.6 Educational Cloud Security Frameworks 

The security systems specifically aiming education cloud deployment are relatively immature. The EDUCAUSE Core Data 
Service regularly reports that the proportion of institutions with automated threat detection capabilities beyond the usual 
antivirus and firewall settings is less than 30 % of those surveyed (Allison & DeBlois, 2008). Alhenaki et al. found the three 
most significant cloud security issues to e-learning systems as data privacy, access control and the availability assurance, but 
the reviewed solutions overly addressed those using governance practices instead of the dynamic technical controls (Alajmi 
& Chellathurai, 2023). The lack of unified standards in the area of educational cloud security also hinders the development. 
The current research has made such a contribution by publishing the simulated campus cloud cloud log data as a publicly 
available benchmark. Summing up the analysis, the main research gap driving ATILA will be the absence of the system that 
would combine adaptive model updating, multi-signal threat intelligence integration, federated deployment to multiple 
campuses with formal privacy guarantees, and empirical validation in educational clouds. 

3. System Model and Problem Formulation 

3.1 Educational Cloud Infrastructure Model 

The educational cloud infrastructure is formalised as the four-tuple: 
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C = { U, S, D, A } (1) 

where U = {u₁, u₂, …, uₙ} denotes the set of authenticated user principals encompassing students, faculty, administrative 
staff, and privileged system accounts; S = {s₁, s₂, …, sₘ} represents the ensemble of cloud-hosted services including the LMS, 
ERP, virtual desktop infrastructure (VDI), and research computing endpoints; D = {d₁, d₂, …, dₖ} encapsulates data assets 
categorised by sensitivity classification from Tier-1 public content through Tier-4 restricted research datasets; and A = {a₁, 
a₂, …, aₗ} constitutes the attack surface defined as the set of exploitable interfaces, comprising API endpoints, authentication 
portals, storage bucket ACLs, and inter-service communication channels. 

The threat state of the cloud environment at discrete time index t is captured by: 

T(t) = f( B(t), N(t), E(t) ) (2) 

where B(t) = {b₁(t), …, bₙ(t)} is the behavioural feature vector derived from user session logs, privilege escalation events, 
and data access patterns; N(t) = {n₁(t), …, nₘ(t)} represents network traffic features including packet inter-arrival time 
distributions, byte volume statistics, protocol distribution entropy, and connection graph topology metrics; and E(t) = {e₁(t), 
…, eₖ(t)} encodes external threat intelligence derived from STIX feed ingestion, CVE publication monitoring, and dark-web 
credential exposure alerts. The function f maps the concatenated feature vector to a probability distribution over K = 7 threat 
classes. 

For each monitored entity i ∈ U ∪ S, the composite risk score at time t is formulated as: 

Rᵢ(t) = α · Fb(i,t) + β · Fn(i,t) + γ · Fe(i,t) (3) 

where Fb(i,t) ∈ [0,1] denotes the behavioural anomaly score; Fn(i,t) ∈ [0,1] the network-level risk contribution; and Fe(i,t) ∈ [0,1] 
the external threat signal computed as cosine similarity between the entity's IoC footprint and active STIX indicators. The 
weights satisfy the simplex constraint α + β + γ = 1, α, β, γ ≥ 0, ensuring Rᵢ(t) remains probability-calibrated. The weight 
vector θ = (α, β, γ) is updated at each adaptation cycle using projected stochastic gradient descent: 

���� = �	
�� − ��
��
�� , ��)) (4) 

where �	  denotes projection onto the probability simplex, �� = ��
√�is a diminishing learning rate guaranteeing asymptotic 

convergence, and L(·) is the weighted cross-entropy loss computed over a sliding window of W = 1024 labelled events. 

The global optimisation objective for ATILA is a constrained minimisation over model parameter space Ω: 

min�    ∑ ���
�, )∈!" 
#�
$), �) + &� ∥ ( ∥)* + &* max∥-∥./ ���
#�
$ + 0), �)  (5) 

where ���  denotes categorical cross-entropy; ∥ ( ∥)*  is Frobenius-norm regularisation preventing overfitting; and the third 
term is the adversarial training loss computed via projected gradient ascent, hardening the model against deliberate evasion 
attacks. λ₁ and λ₂ are tuned via Bayesian optimisation. 
 
4. Proposed Adaptive Threat Intelligence Architecture 

4.1 Architectural Overview 

ATILA has a five-layer processing pipeline where each layer makes a functionally dissimilar transformation of raw telemetry 
into applicable security decisions. The layers are horizontally divided to allow autonomous scaling and also vertically 
interconnected via Apache Kafka message passing interfaces. The architecture is deployed on a cloud-native Kubernetes 
system, where the components of the layers are stateless microservices and allow the architecture to scale horizontally in a 
surge of traffic. 

 

Fig. 1. ATILA Five-Layer Adaptive Threat Intelligence Architecture. 
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4.2 Layer 1: Data Acquisition Layer 

The Data Acquisition Layer (DAL) is the telemetry ingestion frontier and the data ingestion point of the heterogeneous 
collection of security-relevant information streams (from distributed sensors throughout the campus cloud substrate) that are 
collected, normalised and time-stamped. Sensor modalities are extended Berkeley Packet Filter (eBPF) probes to capture 
packets within sub-milliseconds, CloudTrail-like API audit logs, authentication event streams e.g. SAML 2.0 and OAuth 2.0 
providers, EDR agents on faculty and administrative devices, and STIX bundle feeds consumed by a polling TAXII server 
at 15-minute intervals. The DAL uses a schema-on-read normalisation pipeline to provide a canonical event schema 
compatible with the Elastic Common Schema (ECS) based on the heterogeneous log form. The DAL has a sliding baseline 
window of 7 days to allow statistical non-stationarity of campus traffic with z-score normalisation incrementally changed 
after each acquisition batch. 

4.3 Layer 2: Feature Engineering Layer 

The Feature Engineering Layer (FEL) converts normalised event streams into deep learning worthy feature representations. 
In the case of network traffic flows, the FEL calculates a 78 dimensional feature space which includes statistical moments of 
packet size distributions, inter-arrival time entropy, ratio of bytes/packet and coefficients of bidirectional flow asymmetry, 
and protocol composition fractions. In the case of user behavioural data, the FEL builds the access: session-level activity 
graphs, where the nodes accessing resources are represented and directed edges representing the access sequence over time. 
Graph level embedding is calculated by a two-layer Graph Attention Network (GAT). The threat feed signals are external 
and are represented by 256-dimensional dense representations through the pre-trained BERT-derived encoder that has been 
fine-tuned on the NVD CVE corpus, which supports semantic vulnerability-vulnerability relationship beyond the keyword 
matching. 

4.4 Layer 3: Adaptive Intelligence Layer 

The three interdependent model components are found in the Adaptive Intelligence Layer (AIL). The main anomaly detector 
is the Transformer model, the length of the attention layer L = 6, the number of attention heads H = 8, the feed-forward 
dimension dff = 2048. Relative positional encodings are used in processing input sequences of length T = 128 time steps. The 
multi-head self-attention mechanism calculates 

Attention
1, 2, 3) = Softmax 4125
678

9 3 
(6) 

It allowing the detection of long-distance relationships between the events forming multi-stage attack chains. A classification 
head trained with focal loss generates detection decisions to deal with severe class imbalance in which benign samples are 
more numerous than occurs in an attack (more than 200:1). 

The second element is a Deep Q-Network (DQN) reinforcement learning agent that learns a security response policy π(st) 
that takes the current state of threat st and the discrete action space  

: = {ALERT, QUARANTINE, RATE_LIMIT, ESCALATE, MONITOR}.  

4.5 Layer 4: Risk Scoring and Decision Layer 

Risk Scoring and Decision Layer (RSDL) accumulates the scores of anomalies, RL action recommendation, and federated 
intelligence signals into a composite risk score Rᵢ(t). Each entity has a risk state machine with four states, namely, 
BASELINE, ELEVated, HIGH and CRITical, with state transitions controlled by threshold crossings with hysteresis that 
prohibits oscillation. Contextual enrichment maps pair behavioural indicators with particular MITRE ATT&CK tactics and 
techniques giving the SOC analysts actionable context. In a manner that takes into consideration the risk-based access 
controlling decisions, there is a temperature-scaling post-processing step that empirically calibrates output probabilities. 

4.6 Layer 5: Response Orchestration Layer 

Response Orchestration Layer (ROL) transforms risk decisions into tangible security enforcement responses by integrating 
with the security APIs of the cloud provider, the SDN controller of the campus, and the adaptive authentication service to the 
identity provider. The ALERT actions make organised notifications to the SOC dashboard. QUARANTINE operations 
invoke SDN controllers to isolate the implicated VM on a forensic analysis VPC, capturing volatile memory by taking 
snapshots automatically. The RATELIMIT actions update WAF rules so that requests and traffic obtained by the anomalous 
rules can be throttled, while preserving availability of service to unaffected users. The MFA is instigated by ESCALATE 
activities and informs the institutional CISO on an encrypted out-of-band channel. All actions of the orchestration are 
recorded to a cryptograph signed append only audit ledger. 
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5. Algorithm Design: ATILA 

The pseudocode of ATILA is shown in Algorithm 1. The algorithm takes a continuous flow of multimodal telemetry St and 
returns threat classification responses and adaptive model control at every processing step. 

Algorithm 1 

Step Pseudocode 

Input: =
>) — streaming event window; �? — initial weight vector; Ω? — initial model parameters; Γ — federation participant set; B — 
adaptation window size Output: C
>) ∈ {benign, attack_class�, … , attack_classE}; Updated parameters Ω
>), �
>) 

1 Initialise: Ω ← Ω?; � ← �?; replay buffer G ← ∅; federation round I ← 0 

2 FOR each time step > = 1,2, … , C DO 

3 // ----- Data Acquisition and Feature Extraction ----- 

4 M
>) ← CollectEvents
=
>)) 

5 $N
>) ← ExtractBehaviouralFeatures
M
>)) 

6 $O
>) ← ExtractNetworkFeatures
M
>)) 

7 $P
>) ← IngestExternalFeed
TAXII poll
)) 

8 $
>) ← Concatenate
$N
>), $O
>), $P
>)) 

9 // ----- Transformer Attention Inference ----- 

10 1
>) ← $
>)BQ 

11 2
>) ← $
>)BE 

12 3
>) ← $
>)BR 

13 :
>) ← Softmax 41
>)2
>)S
678

9 3
>) 

14 T
>) ← Concat
head�
>), … , headU
>))BV 

15 W
>) ← Softmax
BXT
>) + YX) 

16 �Z
>) ← arg max8 W8
>) 

17 // ----- Risk Score Computation ----- 

18 FOR each entity ] ∈ 
^ ∪ =) DO 

19 _N
], >) ← AnomalyScore
$N
], >), baseline`) 

20 _O
], >) ← AnomalyScore
$O
], >), baseline`) 

21 _P
], >) ← CosineSim
$P
], >),active_IoCs) 

22 �`
>) ← a ⋅ _N
], >) + c ⋅ _O
], >) + d ⋅ _P
], >) 

23 END FOR 

24 // ----- Reinforcement Learning Policy ----- 

25 e� ← AggregateState
�
>),alert_counts,load_metrics) 

26 f� ← g-greedy
h
e�), 1network) 

27 ExecuteAction
f�) 

28 I� ← ObserveReward
f�,ground_truth
>)) 

29 Store
G, 
e� , f� , I� , e���)) 

30 IF |B| > batchsize THEN 

31       Update 1network via prioritised experience replay 

32 END IF 

33 // ----- Adaptive Weight Update (every W steps) ----- 

34 IF >mod  B = 0 THEN 

35 k
>) ← ∇����
�
> − B: >), �labels) 

36 �
> + 1) ← Πo[�
>) − �
>) ⋅ k
>)] 
37 END IF 

38 // ----- Federated Aggregation (every T_fed steps) ----- 

39 IF >mod  Cfed = 0 THEN 

40 FOR each campus node r ∈ Γ DO 

41                  k8 ← ClipGradient
LocalTrain
Ω, s8), t) 

42 k8 ← k8 + u
0, v*t*w) 

43 END FOR 

44 Ωglobal ← CoordWiseMedian
{k8}8∈x) 

45 Broadcast Ωglobal to all r ∈ Γ 

46 END IF 

47 END FOR 

Feature extraction per time step incurs y
∥ M
>) ∥⋅ 7) . Transformer inference over sequence length C  with model 
dimension 7model  runs in y
C* ⋅ 7model). Risk score computation scales as y
∥ ^ ∥ +∥ = ∥) . Federated aggregation via 
coordinate-wise median over 2 nodes and z gradient dimensions runs in y
2 ⋅ zlog 2). End-to-end per-cycle complexity is 
dominated by Transformer inference and bounded by y
C* ⋅ 7model + |log |) where | = 2 ⋅ z. 
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6. Experimental Setup 

6.1 Datasets 

Four data sources were employed to evaluate ATILA across the range of operational conditions encountered in educational 
cloud deployments. Table I summarises their key characteristics. 

Table 1  

Datasets Used for ATILA Evaluation 
Dataset Source Instances Attack Classes Usage in ATILA 
UNSW-NB15 UNSW Canberra 2,540,044 9 Pre-training  and benchmarking 
CICIDS-2018 UNB Canada 16,000,000+ 14 Adaptive tuning and oFPR analysis 
Campus Cloud Logs Simulated (3-campus) 1,200,000 7 (custom) Federated training validation 
KDD Cup 99 (subset) DARPA / UCI 494,021 5 Comparative legacy baseline 

 

The UNSW-NB15 dataset is one developed at the Australian Centre of Cyber Security with IXIA PerfectStorm traffic 
generation tool and has 9 categories of attacks. CICIDS-2018 is the most extensive modern benchmark that has 14 attack 
categories that have been produced within a period of 10 days of capture with realistic user behavioural profiles. To create 
the simulated campus cloud log data, a three-campus federated testbed was configured on AWS based on Kubernetes clusters 
and Moodle LMS and OpenERP instances were deployed with synthetic attack scenarios being inoculated by the MITRE 
ATT&CK for Enterprise matrix. The KDD Cup 99 sub was added by the backward compatibility to compare with the old 
published baselines. 

6.2 Hardware and Software Configuration 

The training and evaluation experiments were all run on a cluster of four NVIDIA A100 80GB GPUs joined together through 
100 Gbps InfiniBand fabric. Transformer was run on PyTorch 2.1 on mixed-precision (FP16) training using Automatic Mixed 
Precision (AMP). DQN agent has been implemented via Stable Baselines 3. The Federated learning simulation used Flower 
(flwr) framework K = 50 simulated campus nodes and partitioned them based on Dirichlet distribution (adir = 0.5) to simulate 
non-IID data heterogeneity. Each of the experiments was run 5 times with various random seeds; reported measures are the 
mean comprising 95% confidence intervals. 

6.3 Evaluation Metrics and Baselines 

Performance was measured using seven measures, which are Accuracy, Precision, Recall, F1-Score, ROC-AUC, False 
Positive Rate (FPR) and average Detection Latency. There were four baseline systems which were tested: Snort 3.0 using the 
community ruleset; a fixed Random Forest using 200 estimators; a non-adaptive CNN-LSTM hybrid; and a zero-trust system 
in which a static ML risk scorer was added. Each of the baselines was tested on the same test partitions. 

7. Results and Discussion 

7.1 Performance Comparison 

The summary of the performance is shown in Table 2. Fig. 2 provides a graphical representation of the bar comparison of 
Accuracy, Precision, Recall, and F1-Score on a grouped bar basis on all the models. ATILA has a total classification accuracy 
at 98.3% increase in the nearest base (ZT+ML) of 3.7 %  points. The F1-Score increase of 93.0 to 97.6 is significant at p= 
0.001 under paired Wilcoxon signed-rank test. The false positive rate is reduced most importantly by 4.2 % to 1.4 % or 66.7 
% actually which directly translates into the lessening of analyst fatigue in terms of alertness. The ROC-AUC of 0.991 shows 
that there is almost optimal discrimination under all decision threshold conditions. 

 

Fig. 2. Classification Performance Comparison Across All Models 
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Table 2  
Performance Comparison: ATILA vs. Baseline Systems 

Methods Accuracy (%) Precision(%) Recall (%) F1 Score (%) AUC FPR (%) Latency (ms) 
Snort IDS 87.4 84.1 82.3 83.2 0.881 9.7 18.2 
Static RF 91.2 89.6 88.4 89.0 0.914 6.8 14.5 
CNN-LSTM 93.7 92.1 91.8 91.9 0.938 4.9 11.3 
ZT+ML 94.6 93.2 92.9 93.0 0.946 4.2 10.8 
ATILA (Proposed) 98.3 97.8 97.5 97.6 0.991 1.4 6.1 

7.2 ROC Analysis 

Fig. 2 that shows the ROC curves of all the studied systems represents the ROC curves of all the studied systems. The ATILA 
curve is bending towards the upper-left corner of the ROC space indicating its high sensitivity and specificity at all decision 
thresholds. The dark line under the ATILA curve demonstrates that it has a much bigger area under the curve than all the 
baselines. Snort system is the rule-based system that gives the flattest curve and this proves the structural inability of the rule-
based system to calibrate the confidence scores under different settings of threshold. 

 

 

Fig. 3. Receiver Operating Characteristic (ROC) Curves for All Evaluated Systems 

7.3 False Positive Rate and Detection Latency 

Fig. 3 compares the values of FPR and detection latency. The continuous drop in FPR with Snort (9.7) to ATILA (1.4) is a 
confirmation that it is architectural adaptivity and not model complexity which matters. Likewise, ATILA has the lowest 
latency (6.1 ms) even though it is more architecturally complex because it has Transformer inference parallelism among the 
GPU tensor cores, asynchronous staging of Kafka pipelines and INT8 quantisation of inference time models. 

 

Fig. 4. False Positive Rate and Detection Latency Comparison Across Models 
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7.4 Zero-Day and Per-Class Attack Detection 

Fig. 4 provided the per-class attack detection rates of all systems. Zero-day performance was tested by completely not being 
presented to the training corpus and only being introduced during the test. ATILA recorded a recall of 91.7% on these 
invisible classes as opposed to 38.2% on the static Random Forest, 61.4% of CNN-LSTM and 0% of Snort. Transformer The 
anomaly detection head of a Transformer, which gets input sequence-level contextualisation representations instead of 
individual event features vectors, provides the critical generalisation capability that allows the identification of new attacks 
that do not fit the established behavioural baselines despite the all-individual event features resembling benign traffic. 

 

Fig. 5. Per-Class Attack Detection Rate Across All Evaluated Models 

7.5 Adaptive Learning Convergence and Weight Dynamics 

The two complementary aspects of adaptive behaviour of ATILA are represented in Figure 5. As illustrated in the left panel, 
the loss of cross-entropy detector of ATILA decreases smoothly towards relatively optimal loss levels after 40 adaptation 
cycles, but the CNN-LSTM non-adaptive model levels off at significantly higher loss levels and the static baseline does not 
show any convergent trend at all. The right panel is used to follow the progress of the adaptive weight vector (a, b, g) during 
training cycles. The behavioural weight a increases to about 0.55 at stabilisation, which indicates the better discriminative 
ability of long-term user behavioural profiling, the weight b of the network stabilises at about 0.28, and the weight g of the 
network at about 0.17, which is in line with the fact that external threat intelligence is most relevant when a new campaign 
emerges but least discriminative when the campaign is at steady-state operation. 

 

Fig. 6. Adaptive Learning Convergence (a) and Weight Vector Evolution (b) 

7.6 Federated Scalability 

Fig. 6 illustrates that ATILA scales well with the increase in the number of campus nodes K, which is going to a range of 5 
up to 100. Aggregation latency increases in practice sub-linearly, and reaches 2.31 seconds at K = 100, which is well within 
the 5-minute federation interval. The detection accuracy has a positive saturation effect, with a value of 96.1% at K = 5, and 
98.5% at K = 100, as the federated model is based on the diversity of attack samples spread across more participating 
institutions. This can be seen as a great operation argument in favor of inter-institutional federation since it produces this dual 
outcome of accuracy with scale without increasing the latency of the outcome. 
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Fig. 7. Federated Learning Scalability: Aggregation 
Latency and Detection Accuracy vs. Number of Campus 
Nodes 

 

Fig. 8. Normalised Confusion Matrix – ATILA on 
CICIDS-2018 Test Set 

7.7 Confusion Matrix Analysis 

The normalised confusion matrix of ATILA on CICIDS-2018 test set is shown in Fig. 7. The diagonal dominance attests to 
the high per-class precision and recall in all the seven categories. The off-diagonal mass is the most prominent, which is in 
the Zero-Day row, with about 5.0% of zero-day exploits being incorrectly predicted as benign traffic, which is reasonable 
and expected as such classes were not found anywhere in the training corpus. The second highest misclassification rate is 
demonstrated by Adversarial ML Evasion (approximately 7.7% to benign), which can be explained by the intentional 
distortion of a pattern of features by the generator of the PGD attack. None of the confusion cells beyond the diagonal have 
a percentage above 3.8, which proves that ATILA does not have systematic per-class blind spots, which could be used by 
opponents. 

7.8 Statistical Validation 

ANOVA done in five repetitions of each system showed F(4, 20) = 847.3, p < 0.001, which proves that the difference in 
performance between systems is statistically significant. Post-hoc Tukey HSD test results indicated that all pairwise 
comparison tests containing ATILA are significant at corrected a = 0.05 level, and the three non-adaptive baselines have a 
statistically indistinguishable cluster, indicating that architectural adaptivity, and not model complexity, is a determining 
element. 
 
8. Security Analysis 

Strict security analysis was performed against the main classes of threats that exist in educational cloud settings. Table III is 
a summary of quantitative detection and response performance, the discussion of which follows. 

Table 3  

Security Analysis: ATILA Performance Against Attack Vectors 
Attack Vector Detection rate(%) Resp. (ms) FPR (%) Mitigation Strategy 
DDoS Flooding 99.1 4.8 0.9 Rate limiting and  RL policy enforcement 
Ransomware Payload 97.6 7.2 1.6 Behavioural sandbox isolation 
Insider Threat 95.4 9.1 2.3 Federated UEBA and  risk escalation 
Data Exfiltration 96.8 6.4 1.9 DLP anomaly gating and  RL throttle 
Adversarial ML Evasion 92.3 12.7 3.1 Adversarial training hardening (LADV) 
Zero-Day Exploit 91.7 14.3 3.8 Transformer anomaly score escalation 

On volumetric DDoS flooding attacks on the LMS availability, the network feature module of ATILA identifies an increase 
in the packet rate on average in 4.8 ms, allowing the ROL to activate SDN-imposed rate limiting before connection queue 
congestion, with an average detection rate of 99.1%. The training of the RL policy on past episodes of DDoS would guarantee 
that the rate-limiting measures are tuned to allow legitimate examination sessions traffic without imposing on the service the 
degradation that broad IP-block strategies would deter. 

Even with events that look innocent in isolation, a signature sequence of reconnaissance, staging, encryption initiation, and 
exfiltration in ransomware payload execution is captured by the Transformer as a temporally sustained anomalous pattern in 
isolated events. The 97.6% detection at the 7.2 ms compares well with the 73.4% detection of CNN-LSTM baseline which 
can be attributed to the fact that the Transformer has better capabilities of capturing long-range dependency compared to the 
128-event input window. 

Insider threats pose the most difficult detection issue analytically, as the users involved have valid credentials. ATILAs 
federated UEBA component has a counter measure to this by assembling granular user behavioural profiles based on all 
collaborating campus nodes to identify deviations, including access to repositories of data that are not within the historical 
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disciplinary prerogative of the user, access hour patterns, and increased volume of data downloads. The 95.4% insider threat 
detection rate is an important improvement on the 68.1% of the ZT+ML baseline. 

The evaluation of adversarial ML attacks was through the production of adversarial examples with the Projected Gradient 
Descent (PGD) attack. In the absence of adversarial hardening, PGD attacks decreased accuracy in detection by 18.3 % 
points. On the adversarial training component (LADV) enabled, the accuracy under PGD attack only declined by 6.0 
percentage points, establishing that adversarial regularisation offers more than just meaningfully robust performance at a 
tolerable clean-accuracy price of 0.4 % points. 
 
9. Practical Implications for Educational Institutions 

The architecture of ATILA has been created with the realities of the operational environment of the IT landscape of 
educational institutions. When deploying LMS in a university, layer 1 sensor agents may be deployed as Moodle plugins or 
Canvas LTI extensions, and which do not need specific packet capture equipment to be fed platform-native event hooks. The 
620 MB quantised model footprint will work with AWS t3.xlarge (4 vCPU, 16 GB RAM) instances that most institutions 
already operate, and thus ATILA can be co-located with existing infrastructure at a relatively low incremental cost. 

The multi-campus cloud federation necessitates coordination among the institutional IT governance teams to determine 
membership requirements, data residency arrangements, and update scheduling principles. The (e=1.0, d=10-5)-differential 
privacy guarantees can be used to give an institutional legal counsel an opportunity to determine whether compliance with 
GDPR Article 89 research exceptions and FERPA data sharing provisions. The average incremental cost per year, based on 
one parameterisation of a deployment cost model on the basis of AWS EC2 and S3 pricing of a 10-campus federation, works 
out to USD 42,000, which equals about 0.8 % of the average annual cloud infrastructure costs of a typical mid-sized 
university, and is significantly less than the overall 2023 IBM Cost of a Data Breach Report of USD 3.7 million. 

The online examination systems have a time-sensitive deployment scenario where the latency budget of detection and 
response is a limited factor due to the necessity to deter academic dishonesty and the inability to impose on the true candidates 
in false positive could disrupt the process. The 6.1 ms latency of ATILA and the fact that the RL agent has preferred to learn 
the use of graduated responses (RATE_LIMIT before QUARANTINE) are in line with this requirement. Recommendations 
on deployment are that a minimum 30-day shadow mode of operation be used where ATILA would issue alerts but not 
perform actual actions to allow baseline calibration to the actual traffic profile of the institution before automatic enforcement 
is enabled. 

10. Limitations and Future Work 

There are a number of limitations that should be specifically mentioned. The differential privacy mechanism is implemented 
at the federated aggregation edge but is not transferred to the intra-campus telemetry pipeline, leaving the potential possibility 
of a physically present adversary being able to reconstruct sensitive traffic data using the local sensor stream. The extension 
of the differential privacy protection to the entire data pathway is an important area of study in the future. 

Campuses with low- bandwidth connectivity to the federated learning server make federated learning communication 
overhead non-trivial, especially in educational settings in the developing world. Top-K compression of gradients and 
accumulation of error feedback might force the volume of communication to be reduced by a factor of order of magnitude, 
with relatively little effect on the quality of the model, and their combination into the federation protocol of ATILA is a near-
term agenda. 

The introduction of quantum computing as a relatively soon threat to asymmetric cryptographic protocols requires the 
incorporation of post-quantum cryptographic primitives. Algorithms in the NIST-standardized CRYSTALS-Kyber to 
encapsulate keys and CRYSTALS-Dilithium to provide digital signatures that can represent the migration targets which will 
be the next major version. Lastly, the extension to fully autonomous incident response, where the RL agent runs multi-step 
remediation workflows without human authorisation on the low-risk events, is the natural extension of the existing advisory 
response model, which is to be formally verified to have safe policy properties prior to deployment. 
 
11. Conclusion 

The paper has described ATILA which is an adaptive threat intelligence architecture that supports the security needs of 
educational cloud infrastructures that are either underserved or not fully addressed based on the specific needs of the 
architecture and the principled combination of transformer-based anomaly detection, reinforcement-learning-driven response 
orchestration, and federated collaborative defence. The adaptive risk scoring system using provable O(1/√T)  convergence 
allows adjusting of detection thresholds in a continuous manner without the need to restart complete models retrains. 

Empirical analysis of four datasets and five base lines showed 98.3% detection accuracy with a false positive rate of 1.4% 
that is improved by 3.7 and 2.8 % points over the nearest baseline all of which were statistically significant under ANOVA 
and post hoc testing of Tukey HSD with p < 0.001. The 91.7% of recall of the truly novel zero-day attack classes validates 
the fact that the ATILA architectural adaptivity corresponds into practical capability against the most challenging dimension 
of the threat scenario. This 66.7% relative decrease in FPR directly eliminates the thousands of analyst-hours of unproductive 
alert investigation at scale every year. 
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The formal differential privacy deployment model formulated a pragmatic path towards inter-institutional security 
cooperation that addresses the data sovereignty limitations and regulatory standards regarding educational data. With the 
ever-growing scope and criticality of educational cloud infrastructures, the ability to identify and act upon threats in an 
adaptable, collaborative, and formally privacy-protective manner will either make or break the potential of realising the 
promise of cloud-enabled education without the commensurate exposure of adversaries. ATILA is an empirically proven and 
concrete step to that balance. 
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