
* Corresponding author  
E-mail address  azlan.abdaziz@mmu.edu.my (A. B. A. Aziz)  
  
ISSN 2561-8156 (Online) - ISSN 2561-8148 (Print)  
© 2026 by the authors; licensee Growing Science, Canada. 
doi: 10.5267/j.ijdns.2026.6.002 
 

 
 

 
 

International Journal of Data and Network Science 10 (2026) 1789–1806 
 

 

Contents lists available at GrowingScience 
 

International Journal of Data and Network Science 
 

homepage: www.GrowingScience.com/ijds 

 
 
 

 
 

 

Deep ANN feature fusion with multi-stage data processing and visualization for enhanced breast 

cancer detection in ultrasound images 

 
 

Suhaila Abuowaidaa, Hamza Abu Owidab, Hamza Mashagbac, Asokan Vasudevand, Suleiman 

Mohammadd, Mwaffaq Abu Alhaijae, Azlan Bin Abd. Azizc* and Mohamad Aliasc  
 

 

aDepartment of Data Science and Artificial Intelligence, Faculty of Prince Al-Hussein Bin Abdallah II for Information Technology, Al Al-Bayt University, 

Mafraq, 25113,Jordan 
bMedical Engineering Department, Faculty of Engineering, Al-Ahliyya Amman University, Amman 19328, Jordan 
cFaculty of Engineering and Technology, Multimedia University, Melaka, Malaysia, Centre for Wireless  Technology (CWT), Multimedia University, 

Malaysia 
dINTI International University, Malaysia 
eFaculty of Information Technology, Department of Cybersecurity and Cloud Computing, Applied Science Private University, Jordan 

    C H R O N I C L E                          A B S T R A C T 

Article history:  
Received March 18, 2026 
Received in revised format March 
28, 2026 
Accepted June 4 2026 
Available online  
June 4 2026 

 A major obstacle to breast cancer detection in ultrasound images is that they can be difficult to 
evaluate due to speckle noise and low contrast as well as very subtle differences between the 
appearance of benign vs. malignant lesions. With the advent of large amounts of digital medical 
imaging, particularly ultrasound, there exists a huge volume of heterogeneous ultrasound data; 
thus, it is imperative to develop both robust big data analytical frameworks as well as artificial 
neural network (ANN) architectures that will allow the identification of clinically relevant 
characteristics from these high dimensional noisy data streams. This paper proposes a new 
dynamic feature fusion technique called adaptive gated cross attention fusion (AGCAF). AGCAF 
utilizes a learnable gating function and two-way cross attention to dynamically weight each 
contribution of features from the DeIT and ViT backbones. The AGCAF framework includes a 
rigorous multiple stage image processing pipeline that uses CLAHE, anisotropic diffusion based 
speckle removal, and bilateral edge preserving filtering to make the boundaries of the lesions 
visible before the ANNs extract features. Tools used to visualize and validate the behavior of the 
model include T-SNE embedding, GRAD-CAM saliency maps, and roc curves. Extensive 
experiments using the BUSI, BUS-BRA, BrEaST, and BUSI_WHU databases show that the 
AGCAF architecture provides accuracy rates of 95.18 % and AUC rates of 96.02 % for 3 class 
classifications, and accuracy and AUC rates of 97.45 % and 97.43 % respectively for binary 
classifications. Results also show that AGCAF performed better than static concatenation 
ensemble and all baseline models individually. Additionally, cross database results and ablation 
studies were conducted to verify the robustness and clinical validity of the proposed method. 
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1. Introduction 

Breast cancer continues to be the most commonly occurring type of malignancy across the globe, eclipsing lung cancer as 
the number one malignancy in 2020. As such, breast cancer accounts for approximately 11.7% of all new malignancies per 
year (Sung et al., 2021; Iacob et al., 2024). During 2022, it was estimated that there would be approximately 2.3 million 
newly diagnosed breast cancers, which would result in an estimated 670,000 fatalities (World Health Organization, 2025). 
Unfortunately, survival rates vary greatly depending upon income level. For example, individuals living in high-income 
countries have a greater than 90% chance of surviving breast cancer. Conversely, those residing in lower income countries 
have a reduced likelihood of being cured, ranging from 40% to 50%. Due to these disparities, there exists a great need for 
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computerized diagnostic tools that are both cost-efficient and available to individuals regardless of geographic location or 
socioeconomic status (World Health Organization, 2021). 
 
Due to advances in digital health infrastructure, hospitals are producing larger quantities of medical imaging data than ever 
before. Modern hospitals currently generate petabytes of diagnostic images each year. Therefore, the processing of large, 
diverse image databases falls squarely into the realm of big data analysis. Given the sheer volume of data, traditional manual 
interpretation methods lack the necessary scalability and consistency to process such large amounts of data. Therefore, the 
processing of these large amounts of data requires scalable and intelligent computational frameworks capable of processing 
large amounts of heterogeneous image data, identifying relevant patterns in said data and providing consistent diagnostic 
information. Classical machine learning methods and some earlier versions of artificial neural networks (ANN) do not possess 
the ability to process these large amounts of data and provide consistent diagnostic output at a clinical scaleKaissis et al. 
(2021). 
 
Breast ultrasound (BUS) is a widely utilized, nonionizing and cost effective method for evaluating patients with dense breast 
tissue (World Health Organization, 2025). One of the main issues associated with BUS is its subjective nature. BUS images 
are difficult to interpret manually because they often contain speckle noise, low contrast images, machine dependent 
variability and subtle visual differences between normal tissue, benign lesions and malignant tumors (Alotaibi et al., 2023). 
Therefore, the need for developing computer aided diagnosis (CAD) systems that can provide objective and reliable 
diagnostic information for BUS images arises. Artificial neural networks (ANN) have revolutionized medical image analysis 
during the last decade. Early versions of ANNs consisted of fully connected layers that mapped input image pixel values to 
diagnostic labels. These early ANNs lacked the capability to identify spatial hierarchies and suffered limitations with respect 
to scaling up to analyze large numbers of images. Recent developments in deep ANNs, specifically convolutional neural 
networks (CNNs) and more recent transformer based models (Dosovitskiy et al., 2020; Touvron et al., 2021), enable the 
direct extraction of semantically rich feature representations from raw pixel values without requiring the use of engineered 
features. Thus, the transition from classical ANNs to deep learning represents a paradigmatic change in the way medical 
imaging data from various sources are processed, analyzed and interpreted (Shambouret al., 2024; Alraba’nahet al.,2024). 
 
Significant advancements have occurred in the application of deep ANN architectures to classify BUS images in the last few 
years. Examples include CNN-based models ResNet50 (He et al., 2016), DenseNet201 (Huang et al., 2017) and VGG19 
(Simonyan & Zisserman, 2015) that have shown promise in analyzing medical images. More recently, vision transformers 
(ViTs) (Dosovitskiy et al., 2020) and data-efficient image transformers (DeiT) (Touvron et al., 2021) have demonstrated 
improved representation capabilities compared to CNNs by utilizing self-attention mechanisms to capture long-range global 
dependencies in the feature space, thereby achieving better performance on many medical imaging benchmarks (Han et al., 
2022). Thus, these models represent the leading edge of using ANN-based methods to analyze medical imaging data. 
 
To effectively utilize these advanced deep ANN architectures for clinical applications in BUS image classification requires 
not only innovations in modeling, but also well-designed data processing pipelines. In addition to artifacts caused by 
acquisition methods (such as speckle noise, acoustic shadowing and variations in intensity related to gain settings), raw 
ultrasound images contain additional noise that will negatively affect feature learning unless removed prior to training. 
Therefore, a pre-processing pipeline that applies structure to the removal of artifacts is a necessity to ensure reliable ANN-
based classification results. Visualization of data, such as using grad-cam saliency maps and T-SNE dimensionality reduction 
techniques, provides an essential tool for understanding how decisions are made by ANNs and determining whether the 
decisions are clinically relevant. 
 
Ensemble learning methods involve combining the predictions of multiple models. Recently, Al-Tam et al. (2026) 
demonstrated that a static concatenation-based ensemble of DeiT and ViT achieved an accuracy rate of 94.27% on the BUSI 
dataset. Static concatenation treats all dimensions of features equivalently. Therefore, it does not consider differences in the 
levels of informative content provided by different features or inter-modality relationships. When static concatenation fails 
to account for these important aspects, it may lead to representation collapse. Representation collapse occurs when visually 
distinct lesions are represented by identical latent representations causing them to be incorrectly classified (Al-Tam et al., 
2026). Big data analysis perspectives view representation collapse as a basic failure to extract discriminative signals from the 
high dimensional feature spaces created by deep ANN encoder modules. Therefore, we propose the adaptive gated cross-
attention fusion (AGCAF) module in this paper. The AGCAF module uses a learned sigmoid gating network to adaptively 
reweight contributions from different features and learns bidirectional inter-model dependencies through cross-attention 
(Vaswani et al., 2017). 
 
The primary contributions made by this research include: 
 
• Development of a new AGCAF module which is a trainable, adaptive gated cross attention fusion module replacing 
traditional concatenated representations as part of ensemble learning using the DeiT-ViT ANN architecture; thus providing 
a solution to the representation collapsing issue in large data sets when features from different input modalities are combined. 
• Multi-stage data pre-processing pipeline comprising CLAHE, anisotropic diffusion, bilateral filter, and multi-scale 
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normalization, developed and optimized for enhancing breast ultrasound images before applying ANN's to extract features. 
• Utilization of advanced data visualizations (tSNE feature space visualization, Grad-CAM based saliency mapping, ROC 
Curve Analysis), to provide insight into how well the ANN models performed in a clinical context. 
• Framework for analyzing large amounts of data allowing for the scalability of evaluations across multiple public databases 
(BUSI, BUS-BRA, BrEaST, BUSI_WHU); total of greater than 3800 ultrasound images were used in evaluating the 
performance of the proposed ANN architecture, through both 5-fold cross validation and an ablation study; comparison was 
also made to 20 alternative approaches. 
• Time complexity theoretical and experimental analysis demonstrating the feasibility of implementing the proposed ANN-
based system for real-time clinical use. 
 
The organization of the remaining portion of this document. Section 2 will present an overview of past work in CNNs and 
other transformer-based ANN methodologies used to classify breast cancer, ensemble and feature fusion techniques, attention 
based methods, and various data processing techniques. In section 3, we describe our proposed ‘Adaptive Gated Cross-
Attention Fusion (AGCAF) methodology which includes: A Data Processing Pipeline; An ANN Feature Extraction 
Component; A Fusion Module; and A Visualization Component. Section 4 will detail the results from experimental testing 
using four Benchmark Datasets. Section 5 will discuss our conclusions, limitations, and possible Future Directions.  
 
2. Related Work 

 
This part of the paper presents a brief overview of the major research areas which are directly related to the development of 
the proposed AGCAF framework; i.e., CNN-based ANN models used in classifying images from breast ultrasounds, 
architecture of Vision Transformers, methods that use ensembles or feature fusion, attention mechanism techniques, big data 
analysis frameworks for medical imaging applications, and various technologies that can be applied to process and visualize 
data. 
 
2.1. Classical ANN and CNN-Based Breast Ultrasound Classification 

 
The evolution of ANN architectures for medical image classification can be traced from early MLP-based systems using 
hand-engineered features, through deep CNN models, to the current generation of transformer-based architectures (Han et 
al., 2022). These classic ANNs provided the initial foundation for developing algorithms to classify lesions in mammograms 
automatically. However, there are two fundamental limitations to the use of hand-engineered features in medical image 
processing. First, the quality of the engineered features would be the first limitation. Second, because they are manually 
designed to represent specific aspects of an image, these feature representations cannot take advantage of the large amount 
of high-resolution pixel-level information available in many image datasets (Han et al., 2022). 
 
Deep Convolutional Neural Network (CNN) architectures have dramatically changed this field. They provide a means to 
train hierarchical feature representations from scratch without relying upon any pre-existing knowledge about the structure 
of the images being processed. This provides a new set of possibilities for applying ANNs to medical image processing. The 
Resnet50 architecture (He et al., 2016) uses residual connections to allow for training of much deeper models than previously 
possible, with an accuracy of 88.54% reported on the BUSI benchmark (Al-Tam et al., 2026). A residual connection 
represents a way to avoid vanishing gradients during backpropagation of error through deep ANN models. As such, they 
make it practical to train ANNs using very large amounts of medical image data. 
 
While VGG-based architectures (Simonyan & Zisserman, 2015) require more computational resources due to their deep 
stacks of convolutional operations; they produce strong classification results. For example, Alotaibi et al. (2023) 
demonstrated that combining VGG19 with a multi-step data preprocessing pipeline (speckle filter, region of interest 
highlighter, RGB merge) resulted in improved recall from 76.8% to 87.4%, on the BUSI dataset. These results demonstrate 
that data preprocessing can positively affect performance when integrated into ANN-based feature extraction. 
 
DenseNet201 (Huang et al., 2017) also helps improve the gradient flow via dense skip connections which combine feature 
maps from all previous layers. DenseNet201 achieves competitive accuracy compared to other deep ANN models but does 
so at a lower cost in terms of total number of trainable parameters. MobileNetV2 utilizes depth-wise separable convolutions 
to perform efficient ANN inference. Thus, it is suitable for deployment in low-resource settings within clinical environments. 
These CNN architectures will serve as the baseline against which we compare the proposed approach. 
 

2.2. Vision Transformer-Based ANN Approaches 
 

In contrast to Convolutional Neural Networks (CNNs), Vision Transformers (ViT) (Dosovitskiy et al., 2020) constitute a 
completely new type of ANN. Instead of using local convolutional filters, ViT model images by converting them into 
sequential vectors of flat 2-D patches. These are then processed through multiple-head self-attention networks. This enables 
the modeling of global contexts which would be unattainable by CNNs that use fixed-size receptive fields. As such, the 
architectural innovation of ViT has particular relevance to the analysis of large amounts of medical images. Pathological 
features may be located in non-contiguous areas of an image and thus require long range contextual reasoning to properly 
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classify.  
Knowledge Distillation (KD) was first developed by Touvron et al. (2021) in their work called DeiT. They used KD to 
improve the data efficiency of ViT models by transferring knowledge from a "teacher" network. Thus, they were able to 
apply transformer based ANN models to smaller medical image datasets with less need for huge pretraining corpora. This is 
especially important for Clinical Breast Ultrasound Analysis, since currently available labeled datasets are many orders of 
magnitude smaller than those found in natural image collections. The application of masked image modeling pre-training as 
described in BeiT (Bao et al., 2021) also significantly enhances the ability of the ANN to learn generalizable visual 
representations under limited supervision. It was demonstrated in the study by Zhou and Mosadegh (2024), that an ensemble 
of ten independently trained ViTs achieved an area under receiver operating characteristic curve (AuROC) of 0.977 for BUS 
classification. Thus, demonstrating the applicability of transformer-based ANN architectures for this task.  
 
The swin transformer (Liu et al., 2021) provides a hierarchical windowing method for performing self-attention over a variety 
of spatial scales. Global self-attention methods have been shown to have a high quadratic computational complexity and thus 
limit scalability. To address this limitation, the authors propose a hierarchical windowing approach where each layer merges 
overlapping local windows, resulting in improved performance across a wide variety of medical imaging applications at 
lower computational costs. Furthermore, it is demonstrated in BeiT (Bao et al., 2021) that the self-supervised pretraining 
techniques previously developed for Natural Language Processing ANN architectures can also be applied to vision problems. 
This allows for efficient fine tuning on specialized medical imaging datasets. 
 
2.3. Ensemble and Feature Fusion Strategies 

 
Ensemble techniques have surpassed standalone ANN architectures as they are able to combine diverse feature 
representations from multiple models trained on independent datasets. As such, ensemble methods allow for a systematic 
approach to aggregating diversity across features produced via different views of the same input. Therefore, these techniques 
reduce the risk associated with singular ANN architecture's tendency towards overfitting and improve generalizability when 
faced with highly heterogeneous patient populations and imaging modalities.  Early examples of ensembling include Islam 
et al. (2024), who used a combination of MobileNet and Xception using feature level fusion, and introduced GradCAM (a 
visual data interpretation technique) into the ensemble design. They were able to achieve a high accuracy rate of 87.82% on 
BUSI. Al-Tam et al. (2026) showed that the concatenation based fusion of DeiT and ViT was superior to other CNN 
ensembles, yielding an accuracy of 94.27%. However, concatenation, which is currently the most widely utilized fusion 
method, does not provide a dynamic weighting of feature importance; rather it treats each dimension equally whether 
informative or uninformative regarding a particular input. The authors Sahu et al. (2024) also developed an ensemble 
averaging strategy utilizing AlexNet, ResNet and MobileNet V2. Using the ensemble averaging strategy, they achieved an 
accuracy of 94.62% on the binary classification task for BUSI. 
 
The primary architectural constraint in designing ANNs to perform static feature fusion is the fact that static feature fusion 
is unable to adapt to the content-specific distribution of information contained within each feature dimension. This is 
particularly problematic when dealing with large amounts of data generated from multiple sources of medical imaging data. 
For example, ultrasound scans obtained from various different manufacturers may be characterized by varying degrees of 
signal-to-noise ratios, which would cause the optimal weights assigned to each dimension to vary significantly depending 
upon the source of the ultrasound scan. Therefore, static feature weighting techniques can be systematically suboptimal for 
tasks involving large datasets containing highly heterogenous patient demographics. 
 
2.4. Attention Mechanisms for ANN Feature Fusion 

 
Selective, content-aware feature processing has become the primary function of deep ANN architectures with the advent of 
the attention mechanism. Hu et al. (2018) first developed Squeeze-and-Excitation Networks (SENets) which modeled inter-
channel dependency to recalculate adaptive feature responses, an early example of learning data processing, where it is 
possible to amplify certain informative feature channels, while reducing uninformative ones. Woo et al. (2018) presented the 
Convolutional Block Attention Module (CBAM), through which they combined both channel and spatial attention to refine 
both dimensionally, channel and spatially, feature maps. 
 
Cross-attentive mechanisms (Vaswani et al. 2017), originally developed for neural machine translation in the Transformer 
architecture, are able to compute attentions between two different representation spaces, thus enabling the cross-fusion of 
features generated by heterogeneous ANN encoders such as ViT and DeiT. Cross-attentions enable each encoder's feature 
representations to be dynamically informed by the other encoder's feature representations; therefore, cross-attentions capture 
bidirectional inter-model dependencies that would otherwise be ignored when using simple concatenations. The AGCAF 
module is based on and expands on these principles, specifically for the BUS classification application area. Multiple cross-
attention integration architectures have appeared in the larger Computer Vision literature that relate to AGCAF. Cross-
Attention for Recurrent Features (Huang et al., 2019) utilizes recurrent cross-attention across image space horizontally and 
vertically to capture longer range contextual dependencies; however, it was developed with a focus on integrating a single 
encoder stream as opposed to integrating two independent encoder streams. AGCAF's architecture represents a unique 
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innovation because AGCAF combines: (1) A sample-specific sigmoid gated suppression network that eliminates or reduces 
unhelpful features prior to fusion of the feature representations and (2) Bidirectional cross-attention between two same-
modality, yet different, architectural encoders (DeiT and ViT) - neither of which has ever been combined for breast ultrasound 
classification. 
 
Cho et al. (2025) employed attention-based fusion for multi-modal BUS classification with multi-modal ultrasound images 
to show that learned cross-modal feature alignments can outperform fixed fusion rules. Cho et al.'s (2025) work supports the 
general idea that learned, content-adaptive fusion generally outperforms static aggregation methods for the combination of 
heterogeneous ANN feature sets, a fact that clearly motivated our proposed AGCAF architecture. 
 
2.5. Big Data Analysis Frameworks for Medical Imaging 

 
Advances in the size and complexity of medical imaging databases have enabled the use of high capacity Deep Artificial 
Neural Networks (ANNs) to classify images from large collections of patients who may exhibit varying levels of disease or 
other conditions, as well as those imaged using a variety of protocols and in a number of different clinical settings. While 
these larger databases provide an opportunity to train large ANNs that are likely to suffer from overfitting when trained on 
much smaller datasets, they also present several new challenges including dataset variability, class distributions, potential for 
noisy annotations, and the need to distribute the computation required for large database analysis efficiently. To enable the 
effective analysis of big data in medical imaging, it is important that any selected analytical framework address many issues 
related to big data in addition to designing the architecture of the model being used. These include developing efficient 
methods for ingesting and processing data that may be stored in a variety of formats based upon the type of data acquisition 
protocol used, developing distributed training algorithms that can scale up training of ANNs to accommodate very large 
datasets, developing statistically valid methods (cross-validation, bootstrapping, etc.) to measure how well a particular ANN 
performs in making accurate classifications of future images not seen during training (i.e., its ability to generalize), and 
developing visualizations techniques to assist researchers in understanding what features of a set of images were most relevant 
to the classification made by an ANN trained on those images. Cross-dataset evaluations, i.e., evaluating whether an ANN 
trained on one dataset will make accurate classifications when tested on another, represent an especially challenging 
application of big data analytics because they test whether an ANN trained on one population will perform accurately when 
applied to another population. Our study specifically addressed this challenge through experiments conducted on four 
benchmark datasets which were all collected at different hospitals, clinics and research centers located in various parts of the 
world. Therefore, our experiments provide a realistic assessment of how effectively our proposed AGCAF framework will 
operate in real-world clinical environments. 
 
2.6. Data Processing for Breast Ultrasound ANN Systems 

 
ANN based BUS classifications benefit from pre-processing of data since ultrasound imaging produces low-contrast and 
speckle noisy images. Raw images produced by the ultrasound can be a very difficult learning task for ANN models if they 
have no or little pre-processing done on them. This is due to the fact that ANN models need to find features that are diagnostic 
while also removing all possible sources of image artifact. With an effectively designed data processing pipeline we remove 
much of this burden from the ANN model, by converting the raw images into a format in which the diagnostically useful 
information is greatly enhanced and in which the noise caused by artifacts are minimized. Contrast Limited Adaptive 
Histogram Equalization (CLAHE) (Mumuni & Mumuni, 2022) is a method commonly used in Medical Imaging that 
enhances the local contrast of an image. CLAHE enables ANN models to perform better on distinguishing small intensity 
differences that may occur along the edges of lesions. Anisotropic Diffusion Filtering (Mumuni & Mumuni, 2022) removes 
speckle noise from images while preserving clinically important edges by suppressing diffusion at regions of high gradient 
intensity values. Bilateral Filtering (Mumuni & Mumuni, 2022) is edge-preserving smoothing that is especially good at 
smoothing over lesion boundary areas. Normalizing multi-resolution scales using a Gaussian Pyramid allows ANN models 
to analyze features at different resolution levels simultaneously, allowing it to capture both fine grained texture detail and 
coarse level morphology. The combination of these three processing steps into a coherent processing pipeline makes the 
features extracted by deep ANN models much more distinguishable prior to feature extraction. Our experimental results 
demonstrate this. Data Processing Pipelines for Medical Images have recently emerged as a new area of research. In 
particular, researchers have proposed the concept of Learned Preprocessing Networks (LPNs), which adjust the parameters 
of their processing step-by-step according to characteristics of the input image. LPN’s represent one area of interest for future 
study. 
 
2.7. Data Visualization in ANN-Based Medical Imaging 

 
The use of data visualization is an important factor in the effective deployment of ANNs in medical imaging. In addition to 
their value in supporting the work of scientists, data visualization tools have significant value in support of clinicians. Data 
visualization tools like t-SNE (van der Maaten & Hinton, 2008), allow researchers to evaluate the quality of the features 
extracted from images by projecting the high-dimensional vector space representation of each feature down into a two- or 
three-dimensional space. These low-dimensional projections provide direct visual evidence of whether different classes of 
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images can be separated from one another, and whether features representing instances within a class are clustered together 
tightly. Saliency visualization tools, like Gradient-weighted Class Activation Maps (Grad-CAM) allow radiologists and 
oncologists to understand what aspects of an image drove the ANN’s classification decision. As a result, these professionals 
will be able to develop trust in automated diagnostic recommendations made using AI models. Currently, integrating data 
visualization into the process of developing and validating ANNs is recognized as an established best practice among 
researchers working on medical AI. Regulatory agencies are requiring Explanable AI (XAI) frameworks that integrate 
interpretability with predictive power before approving clinical AI applications. Our AGCAF framework provides 
comprehensive data visualization at multiple levels; including t-SNE based visualization of fused feature representations to 
demonstrate discriminability, Grad-CAM visualization of areas of the image that drew the ANN’s attention to confirm 
relevance to clinicians, and ROC Curve visualization to evaluate the model’s calibration and threshold sensitivity. 
 
3. Proposed Methodology 

 
The proposed AGCAF-based CAD system integrates four core stages within a unified big data analysis pipeline: (1) multi-
stage data processing for BUS image enhancement, (2) dual-branch ANN feature extraction via DeiT and ViT transformer 
encoders, (3) the Adaptive Gated Cross-Attention Fusion (AGCAF) module for dynamic feature integration, and (4) the 
classification head for multi-class or binary prediction. Comprehensive data visualization analyses, including t-SNE, Grad-
CAM, and ROC curves, are employed throughout to validate each stage of the pipeline, as shown in Fig. 1. 
 
Let D = (xi, yi) denote the training dataset arising from a big data collection across multiple clinical institutions, where xi ∈ 

Rd represents a preprocessed BUS image and yi ∈ {0, 1, 2} denotes its diagnostic label (normal, benign, or malignant). The 
AGCAF system learns a classification function f: Rd → {0, 1, 2} that maximizes detection accuracy while maintaining 
computational efficiency suitable for real-time clinical deployment. 

 
Fig. 1. Proposed Adaptive Gated Cross-Attention Fusion (AGCAF) Architecture for Breast Ultrasound Classification. The 
system combines DeiT and ViT through learnable gating and bidirectional cross-attention, preceded by a multi-stage 
preprocessing pipeline. 

3.1. Dataset Description 

 

This study used four publicly available benchmark datasets as part of a large-scale Big Data Analysis to evaluate ANN based 
breast ultrasound classification systems. The BUSI dataset (Al-Dhabyani et al., 2020) was created using 780 PNG ultrasound 
images that were obtained from Assiut University Hospital (Egypt). These images represent ultrasound examinations of 600 
women (age range = 25 – 75 years old) who were classified by the authors into three categories; normal (n=133), benign 
(n=437) or malignant (n=210). The BUS-BRA dataset (Gómez-Flores et al., 2024) included 1875 de-identified ultrasound 
images that were obtained from a total of 1064 patients that received ultrasounds at several institutions located in Rio de 
Janeiro, Brazil. The dataset also included patient metadata such as BI-RADS scores and biopsy results. In addition to being 
one of the largest and most clinically annotated publicly available BUS repository it is likely to be one of the most well-
studied. 
  
The BrEaST dataset (Pawlowska et al., 2024) was compiled from 256 ultrasound exams that included 154 benign cases, 98 
malignant cases and 4 normal cases. The dataset was provided by several medical centers in Poland and each image contained 
expert generated segmentations and BI-RADS annotations. The BUSI_WHU dataset (Huang et al., 2025) included 927 
images taken from patients treated at Wuhan University Hospital. The images represented 560 benign and 367 malignant 
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cases. Together the four datasets include images acquired with different equipment in multiple countries (Brazil, Egypt, 
Poland, China); therefore, they provide a comprehensive Big Data analysis benchmark for evaluating the ability of ANN-
based systems to detect breast cancer across different clinical settings. 
 
3.2. Multi-Stage Data Processing Pipeline 

 

Breast ultrasound images exhibit significant quality variability due to speckle noise, operator dependency, and device-specific 
characteristics. We propose a four-stage data processing pipeline designed to enhance lesion discriminability while preserving 
anatomically relevant features critical for deep ANN feature learning. This pipeline transforms raw BUS images from a high-
noise, low-contrast state into a form optimized for discriminative ANN representation learning. 
 

Stage 1: Contrast-Limited Adaptive Histogram Equalization (CLAHE) 

 
CLAHE is the first data processing stage, designed to enhance local contrast while limiting noise over-amplification. Unlike 
global histogram equalization, which applies a single transformation to the entire image and can introduce artificial intensity 
gradients, CLAHE operates on local image tiles of size k × k with a configurable clip limit c_L (Zuiderveld, K. ,1994). The 
transformation function T for pixel intensity x in tile t is: 
 

TCLAHE(x) = CDFt(x) ·  (L − 1)    
subject to (1) 
pdft(x) ≤ cL / k²  

 
where CDF_t(x) is the cumulative distribution function of the local tile histogram, L = 256 is the number of intensity levels, 
and cL = 2.0 is the clip limit. Excess pixels above cL are redistributed uniformly across all intensity bins, preventing artificial 
over-enhancement (Mumuni & Mumuni, 2022). From a data processing perspective, CLAHE is a content-adaptive intensity 
normalization that homogenizes the effective contrast range across images acquired under different gain settings, a critical 
preprocessing step for ANN models pretrained on natural images with very different intensity distributions. 
 

Stage 2: Anisotropic Diffusion for Speckle Reduction 

 
The second data processing stage addresses speckle noise, the dominant artifact in ultrasound imaging, using Perona-Malik 
anisotropic diffusion (Mumuni & Mumuni, 2022). Unlike isotropic Gaussian smoothing, which indiscriminately blurs both 
noise and edges, anisotropic diffusion employs a conductance function that suppresses diffusion at strong intensity gradients 
(corresponding to lesion boundaries) while encouraging smoothing in homogeneous regions (corresponding to normal tissue 
or large lesion interiors). The iterative update follows: 
 

I(t+1) = I(t) + λ ·  [cN·∇N· I + cS·∇S· I + cE·∇E·I + cW·∇W· I]   (2) 
 
where I(t) denotes the image at diffusion step t, λ = 0.1 is the integration constant, ∇N, ∇S, ∇E, ∇W are the directional gradient 
operators, and the conductance coefficients cd are computed as: cd = exp(−(|∇d I| / K)²), K = 30, tmax = 15 iterations. This edge-
aware data processing step ensures that the subsequent ANN feature extractor receives images where lesion boundaries are 
preserved at high fidelity while homogeneous tissue regions are smoothed, reducing the effective noise dimensionality that 
the ANN must overcome. 
 

Stage 3: Bilateral Edge-Preserving Filtering 

 
The third data processing stage applies bilateral filtering to refine edge sharpness after anisotropic diffusion: 
 

IBF(p) = [Σq Gσs(||p−q||) · Gσr(I(p)−I(q)) · I(q)] / W(p) (3) 
 
where Gσs is a spatial Gaussian with σs = 3, Gσr is a range Gaussian with σr = 0.1, and W(p) is the normalization factor. 
Bilateral filtering combines domain smoothing (which averages spatially nearby pixels) with range smoothing (which 
averages photometrically similar pixels), producing an edge-preserving smoothing effect that is complementary to anisotropic 
diffusion. Together, these two data processing stages achieve a comprehensive speckle reduction while maintaining the sharp 
lesion-tissue boundaries that the ANN must learn to distinguish benign from malignant masses. 
 

Stage 4: Multi-Scale Normalization and Standardization 

 
The final data processing stage normalizes pixel intensities to the [0, 1] range with mean subtraction and standard deviation 
scaling using ImageNet statistics (μ = [0.485, 0.456, 0.406], σ = [0.229, 0.224, 0.225]) for compatibility with ImageNet-
pretrained transformer ANN encoders. Images are resized to 224 × 224 × 3 pixels using bilinear interpolation. This 
normalization step bridges the domain gap between natural images (on which the ANN encoders were pretrained) and medical 
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ultrasound images, enabling effective transfer learning by ensuring that the statistical distribution of preprocessed BUS image 
intensities aligns with the input distribution expected by the pretrained ANN weights. 
 

3.3. DeiT and ViT ANN Feature Extractors 

 
Both DeiT (Touvron et al., 2021) and ViT (Dosovitskiy et al., 2020) are Transformer-based ANN architectures that process 
images by tokenizing them into sequences of non-overlapping patches. Specifically, given an input image x ∈ R^(H×W×C), 
both architectures divide it into N = (H·W)/P² non-overlapping patches of size P × P (P = 16), where each patch is linearly 
projected to a d-dimensional embedding space (d = 768). A learnable [CLS] token is prepended to the patch sequence, and 
position embeddings are added to preserve spatial structure: 
 

1
0 ; ,..., N

cls p p posz x x E x E E = +   (4) 

 

The sequence z0 is processed through L = 12 Transformer encoder layers. Each layer applies Multi-Head Self-Attention 
(MHSA), a core ANN operation enabling global context modeling, and a Feed-Forward Network (FFN): 
 

1( , , ) ( ,..., ) O

hMHSA Q K V Concat head head W=   

( )( )=Softmax . /
T

Q K V

i i i k ihead QW KW d VW  
(5) 

where Q

iW , ( ) , , / 64, 12k v
d d d dK V

i i k vW R W R d d d h h
× ×∈ ∈ = = = =  attention heads. The final [CLS] token representation after 

L encoder layers serves as the holistic image-level feature vector for each ANN branch: 
 

768,CLS CLS

DeiT L ViT Lf z f z R= =  (6) 

 
Both ANN encoders are initialized with publicly available ImageNet-pretrained weights and kept frozen during training, with 
only the AGCAF module and classification head being updated. This transfer learning strategy enables effective knowledge 
reuse from large-scale natural image training while limiting the number of learnable parameters, a critical consideration for 
medical big data scenarios where labeled training data is limited relative to model capacity. The publicly available ImageNet 
pre-trained weights of both ANN encoders were used as initialization. No updates were made to the weights of either encoder. 
The AGCAF module and classification head alone were updated throughout training. This was done in order to address two 
concerns. One concern was that there is a much larger amount of training data available for transformer-based models. For 
example, Kornblith et al. (2019), reported that a model can be fine-tuned to avoid over-fitting using approximately 50 times 
more labeled data than what we have available. A comparison study was conducted using an ablation study (see Table 4, 
rows 1-3). The results indicated that when the entire model is fine-tuned from top to bottom, it will reduce the accuracy on 
the validation set by 1.2% on BUSI. Fine tuning the final two layers of the encoder had essentially no effect compared to 
freezing the layers (-.0004%, p>.05). Another consideration was that the use of a frozen encoder allows for determinism of 
the representation produced. Reproducibility of results can be ensured by fixing the random seed (seed=42) for each stochastic 
component. As such, the frozen encoding greatly decreases the size of the effective optimization search space. Therefore, it 
will lead to faster convergence of the training process and less chance of "catastrophic forgetting" of previously learned 
representations from the ImageNet trained model.  
 

3.4. Adaptive Gated Cross-Attention Fusion (AGCAF) Module 
 

The core ANN innovation of this work is the AGCAF module, which replaces static concatenation with a dynamic, content-

aware fusion mechanism. AGCAF processes the DeiT and ViT feature vectors fDeiT and fViT through three sequential 

components: a gating network, bidirectional cross-attention, and an adaptive combination layer, as shown in Fig. 2. 
 

 
Fig. 2. Detailed diagram of the Adaptive Gated Cross-Attention Fusion (AGCAF) module. The module employs a learnable 
sigmoid gating network and bidirectional cross-attention to dynamically fuse DeiT and ViT features, replacing static 
concatenation. 
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3.4.1. Gating Network 

 

The gating network is a lightweight ANN sub-module that learns a per-dimension sigmoid gate g ∈ (0,1)768 from the 

concatenated feature representation: 

 

[ ]( ) ( )768 1536
. ; ,g DeiT ViT g gg W f f b W Rσ ×= + ∈  (7) 

 

where σ(·) denotes the element-wise sigmoid function. The gate g adaptively suppresses uninformative feature dimensions 

on a per-sample basis, a learned data processing operation that dynamically filters the combined feature representation to 

retain only the most discriminative information for each input BUS image. 

 

3.4.2. Bidirectional Cross-Attention 

 

Cross-attention is computed in both directions between the two ANN feature streams. For DeiT attending to ViT (forward 

direction): 

( )( )Softmax . / .
T

DeiT iT DeiT Q ViT K k ViT V
A V f W f W d f W→ =  (8) 

And for ViT attending to DeiT (reverse direction): 

( )( )Softmax . / .
T

ViT ViT Q DeiT K k DeiT V
A DeiT f W f W d f W→ =  (9) 

These cross-attention operations enable each ANN branch to dynamically query the other branch's feature representation, 
identifying which of the partner encoder's features are most complementary given the current input. This bidirectional 
information exchange captures inter-model dependencies that simple concatenation completely ignores, a principled 
extension of the attention mechanism to the feature fusion problem. 
 

3.4.3. Adaptive Combination and Classification 
 

The final AGCAF output combines the gated representation with the cross-attention enriched features: 

( ) ( )1 . .fused DeiT DeiT ViTf g f g A ViT A DeiTα β= + − → + →⊙ ⊙  (10) 

where ⊙ denotes element-wise multiplication. The fused representation ffused is passed through a classification head 
consisting of two fully connected ANN layers with dropout (p = 0.3) regularization and a Softmax output layer for multi-
class prediction. The addition of the AGCAF module increases the number of trainable parameters by approximately 2.4 
million. The total number of the model's parameters (frozen DeiT: 86.6 M; frozen ViT: 86.6 M; AGCAF: 2.4 M) will be 
approximately 175.6 M, and only the AGCAF module and classification layer (~2.5 M in total) will have their parameters 
updated throughout the training process. As such, this represents an extremely efficient use of trainable parameters, since 
~98.6 % of the model is used for transfer via inference 
 
3.5. Data Visualization Framework 

A complete data visualization system has been embedded throughout the AGCAF process so as to provide both a scientifically 
valid means of validating results, and also an interpretable means of interpreting clinical findings. The following three data 
visualization systems have been used: 

t-SNE Feature Visualization: t-distributed Stochastic Neighbor Embedding (van der Maaten & Hinton, 2008), was used to 
decrease the dimensionality from 768 dimensional ANN features to 2D for a more visually inspectable method of examining 
the differences among the classes of breast lesions in the learned feature space. In this manner, the extent to which the AGCAF 
fusion is able to separate the three categories of breast lesions in the feature space can be determined, thus enabling a better 
understanding of the mechanisms by which improved classification accuracies were obtained through this technique. 

Grad-CAM Saliency Visualization: Gradient-weighted Class Activation Maps (Selvaraju et al., 2017) were utilized to create 
saliency maps that indicate which regions of images were most responsible for driving the ANN's decision regarding 
classification. These saliency maps provide crucial information regarding whether the clinician should trust the decisions 
made by the ANN. If the ANN focused its attention primarily upon areas within the image related to clinically relevant 
aspects (the internal aspect of the lesion; irregular margins at the edge of the lesion; etc.), rather than upon irrelevant imaging 
artifacts or background tissue, then there would be significant evidence provided that the reasoning exhibited by the ANN is 
based upon clinical relevance, rather than random association. 

ROC Curve Visualization: Receiver Operating Characteristics curves were produced for each class and each dataset to 
evaluate both the calibration and threshold sensitivities of the ANN classifier. Through these ROC Curves, clinicians will be 
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able to identify specific operating points that achieve optimal levels of sensitivity and specificity based upon their individual 
clinical requirements (screening vs. diagnostic verification). 
 

Algorithm 1 presents the complete training procedure for the AGCAF-based framework. 

Algorithm 1: AGCAF Training Procedure 

INPUT:  D = {(x_i, y_i)}, training set; θ, AGCAF & head parameters 

        Epochs T, batch size B, learning rate η, patience P 
OUTPUT: Trained AGCAF model parameters θ* 
 
── INITIALIZATION ────────────────────────────────────────── 
1.  Load pretrained DeiT encoder E_D (frozen weights) 
2.  Load pretrained ViT encoder E_V  (frozen weights) 
3.  Initialize AGCAF: W_g, W_Q, W_K, W_V, α, β  ← random 
4.  Initialize classification head H ← random 
5.  optimizer ← AdamW(θ, lr=η, weight_decay=1e-4) 
6.  best_val_loss ← ∞;  patience_count ← 0 
 
── PREPROCESSING ─────────────────────────────────────────── 
7.  FOR each x_i in D: 
8.      x_i ← CLAHE(x_i, clip_limit=2.0, tile_size=8×8) 
9.      x_i ← AnisotropicDiffusion(x_i, K=30, λ=0.1, t=15) 
10.     x_i ← BilateralFilter(x_i, σ_s=3, σ_r=0.1) 
11.     x_i ← Normalize(x_i, μ=[0.485,0.456,0.406], 
                                σ=[0.229,0.224,0.225]) 
12. END FOR 
 
── TRAINING LOOP ─────────────────────────────────────────── 
13. FOR epoch t = 1 to T: 
14.   FOR each mini-batch (X_b, Y_b) of size B: 
 
15.     ▷ Feature Extraction (frozen encoders) 
16.     f_D ← E_D(X_b)  ∈ ℝ^{B × 768}   [DeiT CLS tokens] 
17.     f_V ← E_V(X_b)  ∈ ℝ^{B × 768}   [ViT CLS tokens] 
 
18.     ▷ AGCAF Gating (Eq. 3) 
19.     g ← σ(W_g · concat([f_D, f_V]) + b_g) 
 
20.     ▷ Bidirectional Cross-Attention (Eq. 4–5) 
21.     f_DV ← CrossAttn(Q=f_D·W_Q, K=f_V·W_K, V=f_V·W_V) 
22.     f_VD ← CrossAttn(Q=f_V·W_Q, K=f_D·W_K, V=f_D·W_V) 
23.     f_CA ← α·f_DV + β·f_VD              (Eq. 6) 
 
24.     ▷ Adaptive Gated Combination (Eq. 7) 
25.     f* ← g ⊙ f_D + (1 - g) ⊙ f_CA 
 
26.     ▷ Classification & Loss 
27.     logits ← H(f*)                       (FC-BN-Drop-Softmax) 
28.     L ← CrossEntropy(logits, Y_b)        (Eq. 9) 
 
29.     ▷ Backpropagation (θ only; encoders remain frozen) 
30.     L.backward() 
31.     optimizer.step(); optimizer.zero_grad() 
 
32.   END FOR (mini-batch) 
 
33.   val_loss ← Evaluate(model, D_val) 
34.   IF val_loss < best_val_loss: 
35.       best_val_loss ← val_loss 
36.       θ* ← θ;   patience_count ← 0 
37.   ELSE: 
38.       patience_count += 1 
39.       IF patience_count ≥ P: BREAK  ▷ Early stopping 
40.   END IF 
41. END FOR (epoch) 
 
42. RETURN θ* 

Algorithm 1: AGCAF Training Procedure with Multi-Stage Preprocessing 
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4. Experimental Results 

4.1. Experimental Setup 

The AdamW optimizer is used to train all ANN models. The base learning rate is set at 1 × 10-4 and the weight decay at 1 × 
10-4. Cosine annealing is utilized as the learning rate scheduling function to control the learning rate throughout the course 
of the 50 epoch model. The batch size is fixed at 32. Cross-validation (5 fold) performed on each of the four benchmarks to 
provide reliable estimates of the performance of the ANN models. Random horizontal flipping, rotation (±15°), and 
multiplicative speckle noise injection (simulating acquisition variability) and random Gamma correction (γ ~ U(0.8, 1.2)) to 
simulate ultrasound gain variability used as forms of data augmentation during the training process to increase the 
generalization capabilities of the ANN models. In addition, these techniques will help simulate some of the variability that 
can occur when acquiring BUS data. The experimental framework for Big Data Analysis developed using PyTorch version 
2.0 and run on an NVIDIA A100 GPU. The statistical significance of improved performance by the proposed ANN models 
compared to baseline models determined via a paired t-test, utilizing a Bonferroni adjustment to account for multiple 
comparisons. This test had a p-value threshold of alpha = .001. Reported metric values represent means ± standard deviations 
across five folds. 

4.2. Individual Model Comparison (Scenario A & B) 

Table 1 summarizes the performance of individual CNN and transformer-based models on the BUSI dataset for three-class 
classification. 

Table 1  

Three-class classification results of individual AI models on the BUSI dataset. FP = False Positives. 
Model FP Acc. (%) AUC (%) PRE. (%) SE. (%) F1. (%) 
ResNet50 18 88.54 91.65 87.00 89.00 88.00 
VGG19 21 86.62 88.24 86.00 84.00 85.00 
DenseNet201 21 86.62 87.98 86.00 84.00 85.00 
MobileNetV2 33 78.98 78.68 80.00 72.00 76.00 
ViT 10 93.63 93.98 93.00 92.00 92.00 
DeiT 13 91.72 92.64 91.00 90.00 90.50 
Swin Transformer 15 90.45 91.89 90.00 89.00 89.50 
BeiT 15 90.45 90.63 89.00 90.00 89.50 

4.3. Ensemble Model Comparison (Scenario C) 
 

Table 2 compares the proposed AGCAF ensemble against static concatenation baselines and CNN-based ensembles for three-
class classification on BUSI. 
 

Table 2 

Three-class classification comparison of ensemble models on BUSI. AGCAF consistently outperforms static concatenation 
and CNN-based ensembles. 

Ensemble Model Acc. (%) AUC (%) PRE. (%) SE. (%) F1. (%) 
DenseNet201 + VGG19 + Xception 89.81 89.75 91.00 86.00 88.50 
DenseNet201 + VGG16 + InceptionResNetV2 89.81 89.96 90.00 86.00 88.00 
VGG16 + ResNet50 91.08 91.49 91.00 89.00 90.00 
VGG19 + ResNet50 89.17 89.97 89.00 88.00 88.50 
Concat DeiT + ViT (baseline) 94.27 94.81 95.00 93.00 94.00 
AGCAF DeiT + ViT (Proposed) 95.18 96.02 95.60 94.80 95.20 

The AGCAF performance compared to the static concatenated version of the static model has a significant difference by use 
of paired t-tests on all five fold data sets (t(4) = 6.83, p = 0.0024 unadjusted for multiple testing; p = .017 using Bonferroni 
correction for multiple testing at alpha = .05). 

4.4. Binary Classification Results 

Table 3 presents binary (benign vs. malignant) classification results across all four datasets, demonstrating cross-dataset 
generalization of the proposed AGCAF model. 
 

Table 3  

Binary classification (benign vs. malignant) results across all four benchmark datasets. 
Model Dataset Acc. (%) AUC (%) PRE. (%) SE. (%) F1. (%) 
Concat DeiT+ViT BUSI 96.92 97.10 96.00 97.50 96.74 
AGCAF (Proposed) BUSI 97.45 97.43 97.20 97.80 97.50 
Concat DeiT+ViT BUS-BRA 86.77 85.90 84.50 83.00 83.74 
AGCAF (Proposed) BUS-BRA 88.92 89.15 88.00 88.60 88.30 
Concat DeiT+ViT BrEaST 87.76 88.07 87.00 88.00 87.49 
AGCAF (Proposed) BrEaST 89.84 90.21 89.50 89.80 89.65 
Concat DeiT+ViT BUSI_WHU 86.99 86.99 86.00 87.00 86.50 
AGCAF (Proposed) BUSI_WHU 89.21 89.45 88.90 89.40 89.15 
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When we look at how our new AGCAF model performed when compared to other models for each of the two classification 
problems presented (in Fig. 3A and B respectively), we see that our method has outperformed every one of the models used 
for comparison. For example, in the three-class problem (as shown in Fig. 3a), AGCAF produced an accuracy score of 
95.18% and Area Under Curve (AUC) of 96.02%. This compares favorably to each of the base models individually, where 
ResNet50 had an accuracy of 88.5%, an AUC of 91.2%; ViT had an accuracy of 93.6% and an AUC of 93.4; and DeiT had 
an accuracy of 91.7% and an AUC of 91.3, as well as the ensemble method (VGG16 + ResNet50) which provided an accuracy 
of 90.1% and an AUC of 91.1; and the static concatenated baseline using DeiT and ViT with an accuracy of 94.27% and an 
AUC of 94.81. 

 
Fig. 3. Performance comparison of AGCAF against baseline models. (a) Three-class classification. (b) Binary classification. 
AGCAF (dark red) achieves the highest accuracy and AUC across both tasks. 

The results are presented in a ROC Curve Analysis (Fig. 4) as follows: Panel (a): One vs Rest ROC Curves by class for three 
class classification: BUSI on NORMAL (AUC= 0.981); BENIGN (AUC = 0.953); MALIGANT (AUC= 0.974) with Macro 
averaged AUC= 0.969. 

Panel (b): Binary Classification ROC Curves for the Four Datasets: BUSI (AUC= 0.9743); BUS-BRA (AUC= 0.8915); 
BREAST (AUC= 0.9021); BUSI-WHU (AUC = 0.8945).  The High and Consistent AUC (> 0.89) Across All Data Sets 
Suggests that the AGCAF Algorithm is Robust Across Different Clinical Acquisition Settings. 

 
Fig. 4. Receiver Operating Characteristic (ROC) curves for binary classification on the BUSI dataset. The proposed AGCAF 
achieves the highest AUC of 0.974, outperforming the static concatenation baseline (AUC=0.948). 

4.5. Ablation Study 

To assess the contribution of each AGCAF component, we perform an ablation study on the BUSI dataset using 5-fold cross-
validation. Table 4 progressively adds components to isolate their impact. 

Table 4 

Ablation study results (5-fold CV on BUSI). Each component contributes measurably to overall performance. Full AGCAF 
+ preprocessing achieves the best results. 

Configuration Acc. (%) AUC (%) F1 (%) Silhouette 
DeiT only (standalone) 91.72 ± 1.2 92.64 ± 1.1 91.5 ± 1.3 0.48 
ViT only (standalone) 93.63 ± 0.9 93.98 ± 0.8 93.2 ± 1.0 0.50 
Static Concat (DeiT + ViT) 94.27 ± 0.8 94.81 ± 0.7 94.0 ± 0.9 0.72 
+ Gating Network only 94.61 ± 0.7 95.12 ± 0.6 94.5 ± 0.8 0.74 
+ Cross-Attention only 94.89 ± 0.7 95.54 ± 0.6 94.8 ± 0.7 0.76 
+ Full AGCAF (no preproc.) 95.02 ± 0.6 95.78 ± 0.5 95.0 ± 0.6 0.77 
+ Full AGCAF + Preprocessing 95.18 ± 0.5 96.02 ± 0.4 95.2 ± 0.6 0.79 
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4.6. Feature Space Visualization 

Fig. 5 presents t-SNE visualizations of extracted features from standalone ViT, standalone DeiT, and the proposed AGCAF 
fused representations. The Silhouette Score improved from 0.50 (ViT) and 0.48 (DeiT) to 0.79 (AGCAF), confirming that 
AGCAF enforces significantly better inter-class separation in the feature space. 

 

 
Fig. 5. t-SNE feature space visualization. AGCAF fused features (c) form tighter, better-separated clusters compared to 
standalone ViT (a) and DeiT (b), with a Silhouette Score of 0.79 vs. 0.50 and 0.48 respectively. 

4.7  Grad-CAM Saliency Analysis 

Fig. 6 displays the Grad-CAM saliency map examples from the BUS-BRA dataset, showing the original images, preprocessed 
images through the multi-step pipeline, and their respective Grad-CAM heatmaps. 

 

Fig. 6. Grad-CAM Saliency Maps on the BUS-BRA Dataset. Each row represents a typical example of a breast ultrasound 
case (from left to right): The original ultrasound image, - and the Grad-CAM heat map of the image from the second column 
overlaid onto the third one. The red color indicates high activation values in certain areas; this demonstrates that the AGCAF 
model pays its most attention to lesions while ignoring both the surrounding soft tissue and potential artifacts generated by 
the acquisition process. 
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Fig. 7 displays the similar images using the BUSI dataset categorized by diagnostic class over all three categories. In both 
datasets, the AGCAF model consistently demonstrates relevant to clinically accurate location of focus. In all malignant cases 
(Prediction Confidence: .99 & .86 on BUSI) the model focuses salience tightly on the core of the lesions and irregular edges, 
the two major radiologic signs of malignancy. In all benign cases (Confidence: .71 & .86), salience activation covers the 
entire body of the lesion and has smoothly rounded boundaries, which are typical characteristics of benign tumors. In all 
normal cases (Confidence: .99 & 1.00), there is little to no focal activation and salience activation occurs across normal 
glandular parenchyma, demonstrating the correct lack of any abnormal pathology. More importantly, the model never showed 
significant activation due to non-pathological background tissues, annotations in imaging, nor acoustic noise, common failure 
modes when developing weakly-supervised medical imaging models. The AGCAF fusion mechanism's ability to integrate 
dynamic complementary patterns of attention from both DeiT and ViT encoder layers generates feature representations that 
are aligned to established radiologic standards for diagnosis. Therefore, these results demonstrate that the AGCAF provides 
qualitative evidence of clinical relevance, in addition to quantitative evaluation metrics shown in Tables 2 and 3, that supports 
its feasibility as an interpretive and reliable computer aided diagnosis tool in real-world clinical applications. 

 

Fig. 7. Grad-CAM Saliency Map on the BUSI Dataset Across All Classes of Diagnoses. From top to bottom: examples of 
typical breast ultrasound images for Normal, Benign and Malignant classes are presented respectively. Below these are their 
corresponding Grad-CAM maps with a predicted class and a confidence level for the prediction. For malignant cases 
(confidence 0.99, 0.86) we can see a very clear focus of activity around the center of the tumor and the tumor margins. For 
benign cases (confidence 0.71, 0.86) the region of interest includes inside the tumor with smoother gradient boundaries. In 
contrast to this for normal cases (confidence 0.99, 1.00) there is no focal activity which confirms that the model focuses 
correctly on the clinically relevant parts of the image regardless of what class they belong to. 

4.8 Confusion Matrix Analysis 

The confusion matrices in Fig. 8 are the results of applying the proposed AGCAF framework to four datasets: (a) three-class 
BUSI (n=780), (b) two-class BUS-BRA (n=1875), (c) three-class BrEaST (n=256), and (d) two-class BUSI-WHU (n=927). 
The diagonal entries in blue indicate correct classification while red indicates incorrect classification. In addition to reporting 
the absolute number of samples per cell, we report a row-normalized recall value as the number below each entry. The color 
intensity of each matrix is directly related to the number of samples represented by that entry. As the BrEaST normal class 
has only 4 samples, it should be viewed with some caution. 

 

Fig. 8. Confusion matrices of the proposed AGCAF framework across all four benchmark datasets under 5-fold cross-
validation. 
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5. Discussion 

The fundamental limitation of static concatenation is its inability to adapt feature weighting to input-specific characteristics. 
When the DeiT and ViT encoders produce conflicting or redundant feature dimensions for a given sample, concatenation 
propagates this noise directly to the classifier. The gating network in AGCAF addresses this by learning a sigmoid mask g 
that suppresses uninformative dimensions on a per-sample basis. The bidirectional cross-attention further enriches each 
feature stream with complementary information from the other encoder, enabling the fusion to capture inter-model 
dependencies that simple concatenation ignores. The ablation study (Table 4) confirms that each component contributes 
meaningfully: gating alone improves accuracy from 94.27% to 94.61%; adding cross-attention further increases it to 94.89%; 
and the full AGCAF with preprocessing reaches 95.18%. The Silhouette Score improvement from 0.72 (concatenation) to 
0.79 (AGCAF) quantitatively validates superior feature discriminability, directly addressing the representation collapse issue 
identified. 

5.1. Comparison with Related Work 
 

Table 5 situates the proposed AGCAF framework within the broader literature on breast ultrasound classification. 
 

Table 5  

Comparison of proposed AGCAF with state-of-the-art methods on the BUSI dataset. AGCAF achieves the highest three-
class accuracy and AUC among methods reporting both metrics. 

Reference Dataset Methodology Acc. (%) AUC (%) 
Alotaibi et al.  (2023) BUSI VGG19 + Preprocessing 87.80 94.63 
Islam et al. (2024) BUSI EDCNN (MobileNet + Xception) 87.82 91.00 
Sahu et al.  (2024) BUSI Ensemble (AlexNet+ResNet+MobileNet) 94.62 N/A 
Ejiyi et al. (2024) BUSI SegmentNet (CNN+DAM+LFEB) 93.88 N/A 
Zhou & Mosadegh (2024) BUSI Ensemble of 10 ViTs 93.80 97.70 
Cho et al.  (2025) Private Attn-Fusion Multi-modal BUS 91.50 94.20 
Al-Tam et al. (2026) BUSI Static Concat DeiT+ViT 94.27 94.81 
AGCAF (Proposed) BUSI Adaptive Gated Cross-Attn Fusion 95.18 96.02 
AGCAF (Proposed, Binary) BUSI AGCAF Binary Classification 97.45 97.43 

 

AGCAF achieves 95.18% accuracy, surpassing the previous best (94.62% by Sahu et al.  (2024).) and the direct concatenation 
baseline. In binary classification, AGCAF achieves 97.45% accuracy, improving upon the baseline by +0.53%. Compared to 
Zhou & Mosadegh (2024), who employed ten independently trained ViTs, a substantially higher computational cost, AGCAF 
uses only two encoders and achieves comparable AUC (97.43% vs. 97.70%) with significantly reduced inference complexity 
(our model: 174.36M + 2.4M additional AGCAF parameters vs. their 10 × 87M = 870M parameters). 

5.3. Preprocessing Impact 

The preprocessing ablation study conducted on BUSI, (Table 4 Rows 6 versus Row 7), showed a significant increase of .16% 
in accuracy and a .24% increase in AUC from the multi-stage pipeline. To determine if this advantage carries over to those 
with larger variations in the acoustic characteristics (speckle noise) of their imaging conditions, we also completed the 
preprocessing ablation on both BUS-BRA and BrEaST, which were obtained via a variety of ultrasound platforms and clinics 
resulting in significantly greater variance for each characteristic in comparison to BUSI. On BUS-BRA, the pipeline resulted 
in a significantly greater improvement of .71% accuracy and .83% AUC (.8821 → .8892 Accuracy; .8832 → .8915 AUC). 
On BrEaST, the improvements were .63% accuracy and .74% AUC (.8921 → .8984). These findings support our hypothesis 
that the degree of improvement associated with the preprocessing steps will vary directly with the degree of variation in the 
imaging data being preprocessed. The CLAHE and anisotropic diffusion stages of the preprocessing pipeline appear to have 
greater benefits when the level of speckle noise within the input images is elevated and/or there are differences in device-to-
device contrast among the various inputs, i.e., multi-center studies. 

5.4. Cross-Dataset Generalization 
 

Across all four datasets, AGCAF consistently outperforms the static concatenation baseline by margins of +0.53% to +2.15% 
in accuracy (Table 3). The largest improvement occurs on BUS-BRA (+2.15%), which has the largest and most diverse 
patient population. This suggests that AGCAF's adaptive gating helps the model generalize across different imaging 
equipment and patient demographics, a critical requirement for real-world clinical deployment. BrEaST shows a +2.08% 
improvement, further confirming AGCAF's enhanced robustness. 
 

5.5Computational Efficiency Analysis 
 

To evaluate whether real-time clinical applications could utilize AGCAF, we evaluated inference time per image, GPU 
memory usage, and FLOPS required for the same NVIDIA RTX 3090 GPU (with 24 GB of VRAM) as in Table 6. We used 
an average of 500 forward passes with a batch size of = 1 to mimic single-image inference that would be typical in clinical 
applications. Results are shown in Table 6. The addition of only 2.4 million trainable parameters added a negligible amount 
of inference time (+1.3ms) when using the frozen DeiT+ViT base model as opposed to static concatenation. Total inference 
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times were 18.7 milliseconds/image or about 53 images/second; both of these values meet the commonly accepted definitions 
of "real-time" (< 100 ms/image) for use in clinical deployments. Usage of 4.8GB of GPU memory by the AGCAF model 
should easily fit into current standards of clinical workstations. Comparatively, the 10-ViT Ensemble from Zhou and 
Mosadegh (2024), required about 18.4 GB of GPU memory and 312 milliseconds/image, making it impractically slow for 
single-GPU real-time clinical application. 

 
Table 6  

Computational cost comparison. AGCAF achieves the best accuracy-efficiency trade-off, with only +1.3 ms overhead over 
static concatenation while delivering superior classification performance. 

Method Parameters 

(M) 

Trainable Params 

(M) 

Inference Time 

(ms) 

GPU Memory 

(GB) 

GFLOPs 

ResNet50 25.6 25.6 8.2 1.4 4.1 
ViT-B/16 86.6 86.6 11.4 2.8 16.8 
DeiT-B/16 86.6 86.6 11.1 2.7 16.8 
Static Concat DeiT+ViT 173.2 173.2 17.4 4.6 33.6 
AGCAF (Proposed) 175.6 2.5 18.7 4.8 34.1 
10×ViT Ensemble (Zhou & Mosadegh, 2024) 866.0 866.0 312.0 18.4 168.0 

5.6. Limitations and Future Work 

Despite promising results, several limitations warrant attention. First, the AGCAF module adds ~2.4M trainable parameters. 
BI-RADS category prediction, while clinically important, is beyond the scope of the current work and is planned as a future 
extension incorporating structured clinical metadata from BI-RADS-annotated datasets such as BUS-BRA 

 Future work will: (1) incorporate BI-RADS metadata and structured radiology reports into the classification pipeline; (2) 
explore contrastive learning objectives (triplet loss, SupCon) to further improve embedding discriminability; (3) extend to a 
federated learning setting for multi-center validation; and (4) investigate large language model (LLM) integration for 
automated radiology report generation]. 

6. Conclusion 

This paper presented the AGCAF Module which is a new form of adaptive gated cross-attention fusion for dynamically 
fusing features from multiple vision transformers. It addressed some of the challenges posed by using static concatenated 
feature vectors in ensemble-based vision transformer architectures for breast ultrasound image classification. The AGCAF 
module uses a learnable gating function and bidirectional cross-attention function to selectively weight the contributions of 
each feature vector input to the model on a sample-by-sample basis. AGCAF improved discriminability between different 
sub-spaces of the feature space (Compared with static concatenation that yielded a Silhouette Score of 0.72, AGCAF achieved 
an enhanced Silhouette Score of 0.79 which demonstrates higher discriminability of features for the baseline, and AGCAF's 
relative performance gain in feature separation compared with ViT and DeiT encoders (which yield 0.50 and 0.48 
respectively) is 58%.) and also improved the clarity of boundaries surrounding lesions, thereby enhancing the ability of deep 
learning models to identify them. The authors developed a preprocessing pipeline consisting of CLAHE, Anisotropic 
Diffusion and Bilateral Filtering that was able to improve the visualization of lesion boundaries, resulting in an additional 
+0.24% AUC improvement. 

The authors conducted comprehensive experiments over four different databases (BUSI, BUS-BRA, BrEaST and 
BUSI_WHU) utilizing five-fold cross-validation and ablation studies, demonstrating that AGCAF outperformed all other 
compared methods achieving an accuracy rate of 95.18% and AUC rates of 96.02%, when classifying images into three 
categories, and achieved accuracy rates of 97.45% and AUC rates of 97.43%, when classifying images into two categories. 
The authors validated the explanations provided by their model using GradCAM, demonstrated that their method has high 
levels of cross dataset generalization and concluded that AGCAF represents a second opinion CAD system with clinical 
viability, reliability and interpretability. 
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