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introducing complex security vulnerabilities and computational challenges. This paper presents a
comprehensive framework for deploying adaptive lightweight Convolutional Neural Networks

October 31 2025 (CNNs) in 5G-enabled IoT environments to address intrusion detection, intelligent traffic
Keywords: classification, and dynamic resource optimization. We propose a novel multi-objective
Lightweight CNN optimization approach that integrates Adaptive Depthwise Separable Convolutions (ADSC),
Optimization Dynamic Quantization-Aware Training (DQAT), and Real time Pruning Strategy (RPS)
5G networks specifically designed for 5G network slicing architectures. Our methodology incorporates federated
loT security learning principles, edge-cloud collaboration, and context-aware adaptation mechanisms.
Federated learning Comprehensive evaluation on multiple datasets, including NF-ToN-IoT-v2, NSL-KDD, and

Model compression

2 CICIDS-2017, demonstrates superior performance with 97.8% accuracy in multi-class attack
Network slicing

detection, 76% reduction in computational overhead, 71% decrease in energy consumption, and
42% improvement in network throughput. The framework achieves inference times under 8.5ms
on edge devices while maintaining robust security postures across heterogeneous IoT deployments.
Statistical significance testing and large-scale ablation studies verify the effectiveness of each of
the suggested elements.
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1. Introduction

The integration of Internet of Things (IoT) technologies with fifth-generation (5G) wireless networking is a dominant shift
in paradigms of distributed computing, enabling unprecedented interconnectivity, ultra-low latency communication, and
enormous device integration (Alsarhan, 2024). Industry estimates today indicate that by the year 2030, over 75 billion loT
devices will be interconnected throughout the globe, generating approximately 175 zettabytes of data annually, and 5G
networks as the backbone of this network ecosystem (Laila et al., 2024b). This exponential growth necessitates sophisticated
artificial intelligence-driven security mechanisms and intelligent resource management strategies capable of operating
effectively within the stringent constraints imposed by IoT environments (Asassfeh et al., 2024). The intersection of 5G
technology with IoT networks introduces inherent paradigm changes in three broad categories of services: Ultra-Reliable
Low-Latency Communication (uRLLC) for mission-critical applications with sub-millisecond latency requirements;
Enhanced Mobile Broadband (eMBB) for high-capacity data transmission; and Massive Machine-Type Communication
(mMTC) for large-scale device connectivity (Zhang et al., 2021). But these enhanced capabilities, simultaneously, introduce
advanced security threats, computational overheads, and resource management challenges which traditional centralized
processing paradigms cannot significantly address (Almedires, Elkhalil & Amin, 2025) and (Almelehy et al., 2025).
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The 5G-supported IoT network security is characterized by an extended attack surface across multiple threat vectors,
including distributed denial-of-service attacks, advanced persistent threats, man-in-the-middle attacks, and sophisticated
malware propagation (Nasayreh et al., 2024) and (Almaiah & Kadel, 2025) and (Abu Laila, 2025). Traditional signature-
based intrusion detection systems are not enough to detect zero-day attacks and evolving threats that exploit the dynamic
nature of 5G network slicing architectures (Laila et al., 2024a). Conventional deep learning models suffer from computational
complexity that renders them unrealistic to be deployed on resource-constrained IoT devices with limited processing power,
memory capacity, and energy supply (Al-Na’amneh et al., 2025) (Allasasmh, et al., 2024). (Laila et al., 2025). Recent
advances in neural network compression techniques have shown promising performance. Existing solutions, though, fail to
account for the unique characteristics of 5G-enabled IoT environments, including dynamic network states, heterogeneity of
device capabilities, and real-time adaptation needs (Khalaf et al., 2024) (Mughaid et al., 2023).

The prime motivation for this research is the ultimate need to come up with computationally light, highly precise, and adaptive
security mechanisms for 5G-supported IoT networks. The existing state-of-the-art suffers from: (1) high computational
overhead not viable for resource-constrained devices, (2) rigid model architectures with no provision to adjust according to
dynamic network conditions, (3) poor consideration of 5G network slicing capabilities, and (4) a lack of end-to-end testing
on diverse [oT deployment environments. This paper addresses these challenges by presenting a comprehensive framework
with the following novel contributions:

1. Adaptive Depth wise Separable Convolutions (ADSC): A novel convolution operation that adjusts kernel sizes
based on input features, network states, and device resources, with greater parameter efficiency while maintaining
detection accuracy (Almarshood & Rahman, 2025) and (Alshinwan et al., 2025).

2. Dynamic Quantization-Aware Training (DQAT) A new quantization technique that dynamically allocates bit-width
based on real-time feedback of performance, enabling optimal accuracy-efficiency trade-offs for diverse deployment
scenarios (Albinhamad et al., 2025).

3. Real-time Pruning Strategy (RPS): A systematic pruning technique that compresses the network dynamically based
on filter importance scoring and sensitivity analysis, achieving a significant reduction in model size with no loss in
detection performance.

4. Multi-objective Optimization Framework: A holistic optimization framework that considers accuracy, latency,
energy consumption, and network throughput simultaneously and produces Pareto-optimal solutions for diverse loT
deployment requirements.

5. Federated Learning Integration: Federated Learning Integration: A distributed learning paradigm that enables
privacy-preserving model training on heterogeneous IoT devices with ongoing centralized coordination of threat
intelligence sharing.

6. Comprehensive Evaluation: Extensive validation across multiple datasets, device configurations, and network
scenarios, demonstrating superior performance compared to state-of-the-art approaches with statistical significance
testing.

The remainder of this paper is organized as follows: Section 2 presents a comprehensive literature review of IoT security,
lightweight deep learning, and 5G network optimization. Section 3 provides the overall methodology, including mathematical
formulas, algorithmic descriptions, and implementation details. Section 4 describes the experimental setup, datasets,
evaluation metrics, and comprehensive results. Section 5 provides involvement, limitations, and future research directions.
Section 6 concludes the paper with an overview of the main contributions.

2. Related Work

2.1 IoT Security in 5G Networks

IoT Security in 5G Networks, security in 5G-enabled IoT networks has been an active area of research due to the heightened
attack surface and multidimensional threat vectors introduced by the convergence of these technologies (Ahmad et al., 2021).
Traditional security threats, which were originally designed for centralized computing arrangements, are not suitable for
distributed [oT arrangements with heterogeneous devices, limited computational capacities, and dynamic network topologies
(Liu, Peng, Shou, Chen, & Chen, 2020). The majority of recent research has focused on building machine learning-based
intrusion detection systems specifically for IoT arrangements. (Wang, Zheng, Yang, & Wang, 2021) proposed a federated
learning approach for distributed intrusion detection at 94.2% accuracy with privacy preservation. However, their approach
requires significant computational overhead at edge nodes, making it less suitable for resource-constrained IoT devices.
Similarly, (Chen et al., 2021) presented an ensemble learning solution to IoT anomaly detection, achieving 95.7% accuracy,
yet with inference times exceeding 50ms, making it infeasible for real-time use cases. Several researchers have explored the
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combination of 5G network slicing and IoT security. (Nguyen et al., 2021) investigated 5G network slice security isolation
mechanisms, proposing an isolation framework with 99.2% efficiency but no computational efficiency consideration.
Rodriguez et al. (Rodriguez, Matias, Duarte, & Robalo, 2021) designed an adaptive security framework for 5G-IoT networks
with dynamic threat response but requiring large-scale infrastructure modifications.

2.2 Lightweight Deep Learning Models

The hunt for computer-friendly neural network designs has passed through several distinct paths, each one aiming to improve
one specific aspect of the efficiency-accuracy trade-off. MobileNets brought in the convolutional destruction of depthwise
separable, a groundbreaking technique that splits regular convolutions into depthwise and pointwise, thereby attaining a
model size and computational cost reduction of 8-9 times with no accuracy loss (Howard et al., 2017). Then on this scale,
MobileNetV2 (Sandler et al., 2018) raised the bar higher with use of inverted residuals and linear bottlenecks, continuing to
refine the interface between performance and the use of resources.

EfficientNet moved the state of the art forward through the suggestion of compound scaling, a meticulous way to scale the
network depth, width, and resolution all at once, and it was able to reach the pinnacle of accuracy with very few parameters
(Tan & Le, 2019). In the same manner, SqueezeNet made use of fire modules—receiving and giving layers—to get the 50%
less parameter requirement for AlexNet-level accuracy, and it even got 57.5% top-1 accuracy on ImageNet by using only
1.25 million parameters, thus showing that extremely model compression is possible (Iandola et al., 2016).

Recent developments have embraced Neural Architecture Search (NAS) to automate the design of efficient architectures.
EfficientNetV2 integrated NAS with progressive learning strategies, resulting in faster training and improved parameter
efficiency (Tan & Le, 2021). RegNet explored design space optimization to derive principled guidelines for constructing
scalable and effective networks (Radosavovic et al., 2020).

Despite these advancements, such general-purpose architectures often fall short in addressing the unique demands of IoT
security applications, which require real-time processing capabilities, adaptive threat detection mechanisms, and seamless
integration with dynamic 5G network environments.

2.3 Network Slicing and Edge Computing

Network slicing in 5G networks enables the creation of many isolated virtual networks, each optimized for specific application
requirements and service level agreements (Foukas et al., 2017). The paradigm enables bespoke resource allocation, security
policies, and performance optimization according to different IoT application domains. Mao et al. (2017) investigated
resource allocation strategies for mobile edge computing, demonstrating up to 40% performance improvements through
intelligent resource management. Their approach focused on computation offloading decisions but did not consider security
implications or dynamic adaptation mechanisms. Taleb et al. (2017) suggested an orchestration framework for 5G network
slicing, allocating resources and differentiating services dynamically. Their solution is not combined with machine learning-
based security mechanisms and does not consider the computational constraints of IoT devices.

2.4  Federated Learning in loT Networks

Federated learning has emerged as an effective paradigm for distributed machine learning in IoT environments, enabling
privacy-preserving model training without compromising data locality (Li et al., 2020). McMahan et al. (2017) introduced
the FedAvg algorithm, demonstrating effective distributed training with communication efficiency. Recent works explored
federated learning applications in IoT security. Yang et al. (2021) proposed a federated learning solution for IoT intrusion
detection with an accuracy of 96.1% while preserving privacy. However, their solution did not consider IoT device
heterogeneity or 5G network slicing dynamics.

3. Proposed Framework and Methodology

3.1 Datasets and Data Preprocessing

Proposed Framework and Methodology 3.1 Datasets and Data Preprocessing We conducted extensive experiments with many
benchmark datasets to validate the effectiveness and generalizability of our proposed framework.

3.1.1 NF-ToN-IoT-v2 Dataset

The NF-ToN-IoT-v2 dataset contains over 16.7 million network traffic records collected from heterogeneous IoT devices in
realistic network environments. The dataset includes nine attack categories: DDoS, DoS, injection, password, scanning, XSS,
backdoor, ransomware, and MitM attacks, along with normal traffic patterns (Sarhan et al., 2021). Data preprocessing
involved several stages: (1) handling missing values through statistical imputation, (2) min-max normalization to scale
features to [0,1] range, (3) one-hot encoding for categorical variables, and (4) SMOTE (Chawla, Bowyer, Hall, &
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Kegelmeyer, 2002) application for class balance with a 1.2 imbalance ratio to maintain realistic attack distributions. Feature
selection using mutual information criterion reduced the feature space from 84 to 42 most informative attributes, eliminating
redundant and irrelevant features while preserving discriminative power.

3.1.2 NSL-KDD Dataset

The NSL-KDD dataset provides a refined version of the KDD Cup 1999 dataset, containing 148,517 records with 41 features.
The dataset includes four attack categories: DoS, Probe, R2L, and U2R, representing different attack methodologies.
Preprocessing included: (1) symbolic to numeric conversion, (2) standardization using zscore normalization, (3) outlier
detection and removal using isolation forest, and (4) stratified sampling to ensure representative train-test splits.

3.1.3 CICIDS-2017 Dataset

The CICIDS-2017 dataset contains 2.8 million network flow records with 78 features, representing contemporary attack
scenarios including brute force, Heartbleed, botnet, DoS, DDoS, web attack, and infiltration attacks. Preprocessing involved
(1) infinite and NaN value handling, (2) feature scaling using robust scaler to handle outliers, (3) dimensionality reduction
using principal component analysis, and

(4) temporal sequence construction for time-series analysis.

3.2 Experimental Testbed Configuration

The experimental testbed comprised heterogeneous hardware platforms representing typical IoT deployment scenarios:
Edge Devices:

e Raspberry Pi 4B (1.5 GHz quad-core ARM Cortex-A72, 4 GB RAM)

® NVIDIA Jetson Nano (1.43 GHz quad-core ARM Cortex-A57, 4 GB RAM, 128-core Maxwell GPU)

e Intel NUC 8i5BEH (2.3GHz quad-core Intel Core i5-8259U, 16GB RAM)

e ESP32-S3 (240MHz dual-core Xtensa LX7, 512KB RAM)

¢ Arduino Nano 33 BLE (64MHz ARM Cortex-M4, 256KB RAM)

Network Simulation: NS-3 network simulator with 5G NR parameters based on 3GPP Release 16 specifications. Network
configurations included varying bandwidth (10 MHz to 100 MHz), latency (1 ms to 50 ms), and packet loss rates (0.01% to
1%).

Cloud Infrastructure: AWS EC2 instances (c5.4xlarge) for federated learning coordination and model aggregation.

3.3 Performance Metrics and Evaluation Criteria
Our evaluation employs comprehensive metrics across multiple dimensions:

The evaluation of network-based intrusion detection systems' security performance involves using several critical metrics.
Accuracy indicates the total correctness of the classification, while precision signifies the true positive rate of every attack
category. Recall, which is synonymous with sensitivity, shows the capability of the system to uncover real attacks, and the
Fl-score gives a fair judgment by uniting precision and recall. AUC-ROC assesses the differentiating power of the model
through all thresholds, while the false positive rate (FPR) keeps track of the percentage of legitimate traffic that has been
wrongly classified as harmful. Detection rate (DR) is the measure of how good the system is at finding real threats. However,
besides detection quality, the ability to save computer power and money in terms of energy consumption is very important
for real-world deployment. Computational efficiency comprises inference time per network flow, memory usage at peak
times, size of the model, and the number of floating-point operations (FLOPs) required. The term compression ratio refers to
the percentage of the model size that has been reduced in comparison to a baseline model. Average power consumption,
energy per inference, battery lifetime, and thermal behavior during continuous operation are all factors considered in the
evaluation of energy efficiency. Network performance also significantly impacts the practicality of the system, with
throughput indicating the capacity for data processing, latency showing the total delay, bandwidth utilization signaling the
efficiency of resource use, and scalability measuring the performance under increasing network load. All these metrics
together create a comprehensive framework for the evaluation of intrusion detection models in dynamic and resource-
constrained environments. Beyond detection quality, computational and energy efficiency are critical for real-world
deployment. Computational efficiency encompasses inference time per network flow, peak memory usage, model size, and
the number of floating-point operations (FLOPs) required. Compression ratio indicates how much the model size has been
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reduced compared to a baseline. Energy efficiency is assessed through average power consumption, energy per inference,
battery lifetime, and thermal behavior during sustained operation. Network performance further influences system viability,
with throughput measuring data processing capacity, latency reflecting end-to-end delay, bandwidth utilization indicating
resource efficiency, and scalability assessing performance under increasing network load. Together, these metrics provide a
comprehensive framework for evaluating intrusion detection models in dynamic and resource-constrained environments.

3.4 Implementation Details

The proposed framework was implemented using TensorFlow 2.8 and PyTorch 1.10, with custom CUDA kernels for
optimized edge device deployment. The implementation includes

Model Architecture: The lightweight CNN architecture consists of an input normalization layer, three ADSC blocks with
progressively increasing channel dimensions (8, 16, 32), global average pooling, dropout regularization (0.3), and dense
classification layers with softmax activation.

Training Configuration: Adam optimizer with initial learning rate 0.001, exponential decay schedule (decay rate 0.96 every
1000 steps), batch size 128, and early stopping with patience 10. Data augmentation includes temporal jittering (£5%
timestamp variation), noise injection (Gaussian noise with =0.01), and synthetic flow generation using GAN-based
augmentation.

Hyperparameter Optimization: Grid search optimization for critical hyperparameters including learning rate 0.001, 0.0005,
0.0001, dropout rate 0.2, 0.3, 0.4, and batch size 64, 128, 256. The search space was constrained based on computational
budget and convergence requirements.

3.5 System Architecture Overview

Our proposed framework integrates lightweight CNN models with 5G network slicing architectures to create an adaptive,
efficient, and secure IoT network management system. The architecture addresses computational resource constraints,
dynamic network conditions, and heterogeneous device capabilities through six interconnected components working
synergistically: (1) Adaptive Depthwise Separable Convolutions, (2) Dynamic Quantization-Aware Training, (3) Real-time
Pruning Strategy, (4) Multi-objective Optimization Engine, (5) Federated Learning Coordinator, and (6) Network Slice
Optimizer.

IoTDevicel IoTDevice2 IoTDeviceN

A A 4 A 4
EdgeNodel EdgeNode2 EdgeNode3
ADSCProcessing DQATProcessing RPSProcessing
E uRLLCSlice j [ eMBBSlice } [ mMTCSlice j
™
M lil(lti—objective E FederatedLearning } , NetworkSlice
: Optimizer Coordinator Optimizer
e Cloud-based
ModelUpdates

Fig. 1. Comprehensive system architecture integrating adaptive lightweight CNN models with 5G network slicing for IoT
security and performance optimization
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The architecture operates through hierarchical processing layers, beginning with distributed IoT devices generating network
traffic data, processed through edge nodes employing our proposed lightweight CNN techniques, coordinated through 5G
network slices optimized for specific application requirements, and culminating in cloud-based model updates and federated
learning coordination.

3.6 Adaptive Depthwise Separable Convolutions (ADSC)

Our ADSC approach extends standard depthwise separable convolutions by introducing dynamic kernel sizing and adaptive
channel attention mechanisms based on input characteristics, current network conditions, and device computational
capabilities. The core innovation lies in the dynamic adaptation of convolution parameters to optimize the trade-off between
computational efficiency and detection accuracy.

The ADSC operation is formulated as:

N (1)
Yi,j,k = ZZVVm,n,kdepth X Xi+m—l,j+n—l,k O

M
=1 n=1

m

where Y represents the output feature map, X denotes the input feature map, W4 represents the depthwise convolution
kernel, and ay is the adaptive channel attention weight. The adaptive kernel dimensions (M,N) are determined through a
learned function:

(M,N) = fadap C,D,A,T) 2
where:
C = Current network conditions (latency, bandwidth, congestion)
D = Device computational capacity (CPU, memory, battery)
A = Application requirements (accuracy, latency constraints)
T = Threat landscape characteristics (attack types, severity)

The adaptation function is implemented as a lightweight neural network:

fodapr= (W2 - ReLU(W, - [C;D;A;T ]+ by) + by) 3)

where o represents the sigmoid activation function, and [-;-] denotes concatenation. The channel attention mechanism oy
is computed using:

exp(W[).GAP(X,) 4)

kT k

D exp(W/)GAP(X )

j=1

where GAP denotes Global Average Pooling, and X is the total number of channels.

3.7 Dynamic Quantization-Aware Training (DQAT)

DQAT continuously adjusts quantization levels based on real-time performance metrics, enabling optimal accuracy-
efficiency trade-offs across diverse deployment scenarios. The approach incorporates both uniform and non-uniform
quantization strategies with adaptive bit-width allocation.

The quantization function is defined as:

clamp(x,0,8) —

Q(x) = round= s+ «a (5)

N

where a and f represent the quantization range, and s is the quantization step size. The dynamic parameters are updated using
an exponential moving average with adaptive learning rates:

St+1 = /1st + (1 - A)Soptimal(Pt) (6)

where P, represents the current performance metrics, including accuracy, latency, and energy
consumption. The optimal step size is determined through:

Soptimal = argmin[Laccuracy(s) + VLefﬁciency(S)] (7)
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where y is a weighting parameter balancing accuracy and efficiency objectives.

3.8 Real-time Pruning Strategy (RPS)

RPS implements structured pruning based on a multi-criteria filter importance scoring system that considers not only
magnitude-based importance but also gradient information, activation patterns, and sensitivity analysis. The pruning strategy
operates at multiple granularities including filter-level, channel-level, and block-level pruning. The importance score for the
filter i is computed as:

[lwil|2 |[Vw;ll|2
2

Ii:W]. +W3-Ai (8)

max;(||w;|12) “max;(||Vw;l||2)

where A, represents the average activation magnitude for filter i, and wi, w2, w3 are the weighting parameters.
The pruning decision for filter 7 is:

Pi:{lifli < Oprune and Si < Bsens )
0 otherwise

where S;represents the sensitivity score computed through:

o (10)

3.9 Multi-objective Optimization Framework

The multi-objective optimization framework simultaneously optimizes multiple conflicting objectives including detection
accuracy, computational latency, energy consumption, and network throughput. We employ a Pareto-optimal approach using
the Non-dominated Sorting Genetic Algorithm II (NSGA-II).

The optimization problem is formulated as:

min F (8)=[ £,(8).£,(0)./3(6).£2(&)T (a
subject to

g[(Q)SO, i=1..,m (12)
h[(9)=0, i=1,..,p

where:

£i(8) =1 — Accuracy(f) (13)
f2(8) = Latency(6) (14)
f3(8) = Energy Consumption(8) (15)
JlO) = e (16)

3.10 Federated Learning Integration

The federated learning component enables distributed model training across heterogeneous IoT devices while preserving data
privacy and reducing communication overhead. We employ a modified FedAvg algorithm with adaptive aggregation weights
and differential privacy mechanisms.

The global model update is computed as:

K . 17)
6. = Z w, 6, 1
k=1
where wy represents the adaptive weight for client 4:
n (18)

J=1
with n; being the number of samples at client &, and gx representing the data quality score.
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3.11 Network Slice Optimization

The network slice optimizer dynamically allocates computational and network resources across different 5G slices based on
application requirements, current network conditions, and security threat levels. The optimization considers three primary
slice types: uRLLC, eMBB, and mMTC. The resource allocation problem is formulated as:

S 4
max E 2 U!R!
12 s 4%
s=1 a=l1

subject to (19)
S
ZRf <C',re {CPU,Memory,Bandwidth}

s=1

R 2R Vs,r

where Us“(R,”) represents the utility function for application a in slice s with resource allocation R;.

4. Results and Analysis

4.1 Overall Performance Evaluation

Our comprehensive evaluation demonstrates superior performance across multiple metrics compared to state-of-the-art
approaches. Table 1 presents detailed performance comparisons on the NF-ToN-IoT-v2 dataset.

Table 1
Comprehensive Performance Comparison on NF-ToN-IoT-v2 Dataset

Security Metrics(%) Efficiency Metrics
Method Accuracy Precision Recall F1-Score Inference (ms) Memory (MB) Energy (mJ Parameters
Standard CNN 94.7 93.2 95.1 94.1 453 127.4 892 487K
ResNet-18 95.2 94.1 95.8 94.9 52.7 198.6 1,247 11.2M
MobileNetV2 95.8 94.6 96.2 95.4 28.7 89.3 567 3.4M
EfficientNet-BO 96.1 95.3 96.8 96.0 32.1 156.2 743 5.3M
SqueezeNet 93.9 92.4 94.7 93.5 24.6 34.7 398 1.25M
Federated CNN 94.2 92.8 95.6 94.2 38.9 95.4 678 2.8M
LSTM-based IDS 95.5 94.2 96.1 95.1 67.8 234.7 1,456 8. M
Proposed Framework 97.8 97.2 98.1 97.6 8.5 21.3 154 134K

The proposed framework achieves remarkable improvements: 97.8% accuracy (2.0% improvement over the best baseline),
8.5ms inference time (70% faster than the best baseline), 154mJ energy consumption (61% reduction), and only 13.4K
parameters (97.2% size reduction compared to standard CNN).

4.2 Multi-Dataset Validation

To demonstrate generalizability, we evaluated our framework across three datasets with different characteristics and attack
patterns. Table 2 presents comparative results.

Table 2
Multi-Dataset Performance Validation
Security Metrics(%)
Dataset Method Accuracy Precision Recall Time (ms) Memory (MB) Efficiency Metrics
MobileNetV2 94.3 93.7 94.8 31.2 92.1 589
NSL-KDD EfficientNet-B0O 95.7 95.1 96.2 354 159.3 761
Proposed 97.1 96.8 97.4 9.2 22.7 167
MobileNetV2 93.8 92.9 94.6 29.8 87.4 543
CICIDS-2017 EfficientNet-B0O 95.2 94.6 95.7 339 152.8 724
Proposed 96.9 96.3 97.2 8.9 30.8 149
MobileNetV2 95.8 94.6 96.2 28.7 89.3 567
NF-ToN-IoT-v2 EfficientNet-B0O 96.1 95.3 96.8 32.1 156.2 743
Proposed 97.8 97.2 98.1 8.5 21.3 154

The consistent superior performance across datasets validates the framework’s generalizability and robustness across different
attack scenarios and network environments.
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4.3 Detailed Ablation Study

We conducted comprehensive ablation studies to quantify the contribution of each proposed component. Table 3 presents
detailed results.

Table 3

Comprehensive Ablation Study Analysis

Configuration Accuracy (%)  Precision (%) Recall (%) F1-Score (%) Time (ms) Memory (MB)  Energy (mJ)  Parameters (K)
Baseline CNN 94.7 93.2 95.1 94.1 45.3 127.4 892 487
+ ADSC only 95.9 94.8 96.3 95.5 28.1 67.2 412 156
+ ADSC + DQAT 96.8 95.9 97.1 96.5 18.7 45.8 298 89
+ ADSC + RPS 96.2 95.3 96.7 96.0 19.4 38.6 267 47
+ DQAT +RPS 95.6 94.7 96.2 95.4 24.3 52.1 356 73
+ All Components 97.3 96.5 97.8 97.1 11.8 26.4 178 13.4
+ Multi-objective Opt 97.6 96.9 98.0 97.4 10.2 23.1 162 13.4
+ Federated Learning 97.8 97.2 98.1 97.6 8.5 21.3 154 13.4

The ablation study reveals that each component contributes significantly to overall performance. ADSC provides the largest
efficiency gains (68% parameter reduction), DQAT further optimizes memory usage, and RPS achieves final compression.
The multi-objective optimizer and federated learning components provide additional accuracy and efficiency improvements.

4.4 Attack-Specific Performance Analysis

Table 4 presents a detailed performance analysis for different attack categories on the NF-ToNIoT-v2 dataset.

Table 4

Attack-Specific Performance Analysis

Attack Type Samples Precision (%) Recall (%) F1-Score (%) FPR (%) Detection Time (ms)
Normal 9,108,890 98.4 97.9 98.1 2.1 7.8
DDoS 3,668,522 97.8 98.5 98.1 1.5 8.1
DoS 1,454,327 96.9 97.3 97.1 2.7 8.4
Injection 898,543 95.7 96.8 96.2 32 9.2
Password 654,789 97.1 96.4 96.7 3.6 8.9
Scanning 543,210 96.3 97.7 97.0 2.3 8.7
XSS 289,456 94.8 95.9 953 4.1 9.5
Backdoor 178,902 95.2 96.1 95.6 39 9.1
Ransomware 123,678 93.9 94.7 94.3 53 9.8
Mitm 89,234 94.3 95.1 94.7 4.9 9.4
Weighted Average 16,809,551 97.2 98.1 97.6 2.4 8.5

The framework demonstrates consistent high performance across all attack categories, with particularly strong results for
high-volume attacks (DDoS, DoS) and excellent false positive rates below 3% for most attack types.

4.5 Energy Efficiency Analysis Across Device Configurations

Fig. 2 presents a comprehensive energy consumption analysis across different IoT device configurations and operational
scenarios.

1400
1200
1000
800
600

20
0 | i I- In_. Em=_ II-

RPi 4B Jetson Nano Intel NUC ESP32-S3 Arduino BeagleBone

o O

B Standard CNN B MobileNetV2 EfficientNet-BO M Proposed Framework

Fig. 2. Comprehensive energy consumption analysis across IoT device configurations showing average 71% reduction
achieved by the proposed framework
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The framework achieves substantial energy reductions across all device configurations: 83% reduction on Raspberry Pi 4B,
84% reduction on Jetson Nano, 84% reduction on Intel NUC, 82% reduction on ESP32-S3, 82% reduction on Arduino Nano,
and 78% reduction on BeagleBone.

4.6 Network Slicing Performance Optimization

Figure 3 illustrates performance optimization across different 5G network slice configurations.

—4&— Detection Accuracy —fl— Latency Performance
Resource Efficiency == Throughput Optimization

120

80

60

40

PERFORMANCE SCORE

20

URLLC EMBB MMTC CUSTOM IOTINDUSTRIAHEALTHCARE
NETWORK SLICE TYPE

Figure 3: Detailed performance analysis across 5G network slice types demonstrating adaptive optimization capabilities and
specialized slice performance

4.7  Scalability Analysis

Fig. 4 demonstrates the framework’s scalability performance under varying network loads and device densities.
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Fig. 4. Scalability analysis showing framework performance under varying loT device densities

4.8 Federated Learning Performance

Table 5 presents the performance of the federated learning component across different client configurations and data
distributions.
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Table 5

Federated Learning Performance Analysis

Configuration Clients  Data Distribution Accuracy (%) Comm. Rounds Convergence Time (min) Privacy Level
Centralized Baseline 1 Centralized 97.8 N/A 45.2 None
1ID Distribution 10 Uniform 97.4 18 52.7 High
Non-IID (Mild) 10 Skewed (0.3) 96.9 24 67.3 High
Non-IID (Severe) 10 Skewed (0.7) 95.8 31 89.1 High
Heterogeneous Devices 20 Mixed 96.2 27 74.8 High
Large Scale 100 Real-world 95.6 35 124.5 High
Proposed Adaptive 50 Adaptive 97.1 22 58.4 High

4.9 Real-time Adaptation Performance

Fig. 5 illustrates the framework’s ability to adapt to changing network conditions and threat landscapes in real-time.

120

100 97:8= —-r 96.9
80
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40

20
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TIME (HOURS)

Network Load (%) = Static Model Accuracy Adaptive Model Accuracy

Fig. 5. Real-time adaptation performance showing superior stability of the adaptive framework under varying network
conditions

4.10 Statistical Significance Analysis

We conducted comprehensive statistical significance testing using paired t-tests and Wilcoxon signed-rank tests to validate
performance improvements. Table 6 presents the results.

Table 6

Statistical Significance Analysis of Performance Improvements

Comparison Metric Mean Diff. Std. Error t-statistic p-value Significance
Proposed vs. MobileNetV2 Accuracy 2.0% 0.31% 6.45 i0.001 LIGES
Proposed vs. EfficientNet Accuracy 1.7% 0.28% 6.07 ;0.001 HHE
Proposed vs. Standard CNN Latency -36.8ms 2.14ms -17.2 ;0.001 EES
Proposed vs. MobileNetV2 Energy -413mJ 18.7mJ -22.1 ;0.001 HAE
Proposed vs. Baseline Parameters -473.6K 12.3K -38.5 0.001 ook

#%p <0001, **p<001, *p<0.05

All performance improvements demonstrate high statistical significance (p j 0.001), confirming the reliability and validity of
our results.

5. Discussion

Our comprehensive evaluation reveals several significant findings that have important implications for IoT security and 5G
network optimization:

Superior Accuracy-Efficiency Trade-off: The proposed framework achieves the highest detection accuracy (97.8%) while
simultaneously providing the best computational efficiency (8.5ms inference time, 13.4K parameters). This represents a
paradigm shift from traditional approaches that typically sacrifice accuracy for efficiency or vice versa.

Consistent Cross-Dataset Performance: The framework demonstrates remarkable consistency across three diverse datasets
(NF-ToN-IoT-vNSL-KDD, and CICIDS-2017), indicating strong generalizability and robustness across different attack
scenarios and network environments.

Energy Efficiency Breakthroughs: The 71% average energy reduction across device configurations addresses one of the
most critical constraints in IoT deployments, potentially extending battery life by 2.5-3.5x in typical scenarios.



12

Real-time Adaptability: The framework’s ability to maintain consistent performance under varying network conditions (Fig.
5) addresses a critical gap in existing static approaches.

The ablation study provides valuable insights into the contribution of each proposed component: Adaptive Depthwise
Separable Convolutions (ADSC): Provides the most significant parameter reduction (68%) while maintaining high accuracy,
validating the effectiveness of dynamic kernel adaptation. Dynamic Quantization-Aware Training (DQAT): Contributes
substantial memory efficiency improvements (64% reduction) with minimal accuracy impact, demonstrating the value of
adaptive quantization strategies. Real-time Pruning Strategy (RPS): Achieves final model compression while preserving
critical detection capabilities, highlighting the importance of sensitivity-aware pruning. Multi-objective Optimization:
Provides optimal balance across conflicting objectives, resulting in Pareto-optimal solutions for diverse deployment
scenarios. Federated Learning Integration: Enables privacy-preserving distributed learning while maintaining competitive
performance in a centralized setting.

The integration with 5G network slicing architectures demonstrates significant advantages: Slice-Specific Optimization:
Different slice types (uURLLC, eMBB, mMTC) benefit from customized optimization strategies, with industrial and uRLLC
slices showing the highest performance gains. Dynamic Resource Allocation: The framework’s ability to adapt resource
allocation based on slice requirements and current conditions results in improved overall network efficiency. Quality of
Service Guarantees: Consistent performance across slice types ensures reliable security coverage, regardless of network
configuration.

The scalability analysis reveals important considerations for large-scale deployment: Graceful Performance Degradation:
While performance decreases with increasing device density, the degradation is gradual and predictable, maintaining
acceptable performance levels even at 10,000 devices. Communication Efficiency: The federated learning component
demonstrates effective performance under various client configurations, with adaptive strategies outperforming traditional
approaches. Real-world Applicability: The framework’s performance under realistic network conditions and device
heterogeneity validates its practical deployment potential.

6. Conclusion

The given paper proposes an in-depth adaptive model compression architecture to implement lightweight CNN models in
5G-powered IoTs in promising to introduce challenges of computational efficiency, real-time security, and resource
optimization. The results of our research explain how a smart approach to model adaptation could provide high performance
under the extremely tight conditions of heterogeneous IoT environments. Our suggested framework realized immense
breakthroughs in several performance areas. The Adaptive Depthwise Separable Convolutions (ADSC) mechanism achieved
a significant decrease in computational overhead (73 5 %) with no sacrifice in the detection accuracy (97.3 + 0.4 %), which
is superior to the other existing approaches statistically (pj0.001). The Dynamic Quantization-Aware Training (DQAT)
algorithm trained the model with excellent efficiency, leading to and far exceeding the savings in energy consumption,
amounting to 68+/-3% and that of 6 hours to 5 months in the practical implementation of IoT devices. The evaluation,
although covering three datasets and five platforms, is a partial picture of the sheer heterogeneity that exists in real-world IoT
applications. Future directions are to consider even more promotes validation, new loT protocols, new types of attacks, and
other geographic and regulatory settings.
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