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server-side detection mechanisms often fail to identify these attacks due to their client-side nature
and encrypted communication channels. This paper presents a novel client-side runtime integrity
agent that employs forensic monitoring and machine learning-based anomaly detection to identify
MitB attacks at their source. The proposed system integrates DOM integrity verification, memory
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Browser secur ity Zeus, SpyEye, and custom injection payloads, while maintaining a minimal computational
Malware detection overhead of less than 3% CPU utilization.
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1. Introduction

The exponential growth of online financial transactions has made web browsers a critical infrastructure for digital
commerce, processing billions of dollars in transactions per day (Laila et al., 2025; Aldaghlawy & Al-Shareeda, 2025).
Traditional antivirus solutions primarily rely on signature-based detection to identify known MitB malware families. Kotov
and Massacci (2013) analyzed the effectiveness of commercial antivirus products against banking Trojans and found detection
rates ranging from 45% to 89% depending on the specific malware variant. However, the rapid evolution of malware through
polymorphic engines and code obfuscation techniques significantly reduces the effectiveness of static signature matching. A
study by Stone-Gross et al. (2011) on the Zeus botnet revealed the sophisticated anti-detection mechanisms employed by
modern MitB malware, including runtime packing, API hooking obfuscation, and signature randomization. These findings
highlight the fundamental limitations of signature-based approaches in addressing advanced persistent threats.

However, this dependence has created lucrative targets for cybercriminals who employ increasingly sophisticated attack
vectors to compromise user sessions and steal sensitive information (Laila et al., 2024; Ali, 2024). Among these threats,
Man- Man-in-the-Browser (MitB) attacks represent one of the most challenging security problems in modern cybersecurity
(Almaiah & Kadel, 2025), with financial losses attributed to such attacks exceeding $3.25 billion annually according to recent
industry reports (Akamai Technologies, 2023). Addula and Ali (2025) mention a few techniques dedicated to managing
privacy and trust issues. MitB attacks operate by injecting malicious code directly into the browser’s memory space, allowing
attackers to manipulate the content of the web page, intercept form data, and modify transaction details in real time
without detection by traditional security mechanisms (Giihring, 2007). Unlike conventional man-in-the-middle attacks that
intercept network traffic, MitB attacks bypass SSL/TLS encryption by operating within the trusted browser environment,
making them particularly difficult to detect using network-based monitoring solutions (Janczewski & Colarik, 2013) and
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(Alshinwan et al., 2025).The sophisticated nature of modern MitB malware families such as Zeus, SpyEye, Carberp, and their
variants poses significant challenges to existing detection mechanisms (Binsalleeh, et al., 2010; Wyke & Ajjan, 2013). These
malware families employ advanced evasion techniques, including code obfuscation, polymorphic behavior, and anti-analysis
measures that render signature-based detection methods ineffective (Rossow et al., 2012; Addula, Norozpour, & Amin, 2025).
Furthermore, the real-time nature of MitB attacks requires detection systems capable of identifying malicious activities within
milliseconds to prevent financial fraud (Satar et al., 2025), (Almaayah & Sulaiman, 2024; Albinhamad et al., 2025).

Current detection approaches primarily rely on server-side analysis, which suffers from several fundamental limitations
(Abdulateef et al., 2025) and (Al-Shareeda et al., 2024). First, encrypted communication channels prevent deep packet
inspection of transaction content. Second, the temporal delay between client-side manipulation and server-side detection often
exceeds the attack execution window. Third, legitimate user behavior variations make it challenging to establish reliable
baseline patterns for anomaly detection (Liu et al., 2014). Recent work has looked at ways to detect threats on the user’s
side. This work notes ways like the use of browser add-ons (Bandhakavi et al., 2011), test zones (Cova et al., 2010),
and ways we act (Mekky et al., 2014). However, these approaches have flaws. They slow down the system, miss some types
of threats, and fall short when faced with bad smart code (Asassfeh et al., 2024). This paper addresses these limitations by
proposing a comprehensive client-side runtime integrity agent that combines multiple detection mechanisms to provide
robust MitB attack identification. Kirat and Vigna (2015) proposed a dynamic analysis system that monitors API calls and
memory modifications to detect malicious browser plugins and extensions. While effective in controlled environments,
this approach requires significant computational resources and may impact user experience in production deployments.

Several researchers have proposed browser-centric detection mechanisms that operate within the web browser environment.
Bandhakavi et al. (2010) developed VEX, a browser extension that monitors JavaScript execution and DOM modifications
to detect malicious activities. While innovative, this approach is limited to JavaScript-based attacks and cannot detect native
code injection techniques commonly used by sophisticated MitB malware. Cova et al. (2011) proposed SWADDLER, a
system that learns normal web application behavior and detects anomalies that may indicate attacks. However, this approach
requires extensive training periods and struggles with the dynamic nature of modern web applications that frequently update
their behavior patterns (Sulaiman & Khraisat, 2025).

Our approach integrates DOM integrity verification, memory forensic monitoring, and machine learning-based anomaly
detection to create a multilayered defense system capable of detecting both known and unknown MitB attacks variants.
The main contributions of this work are:

- A novel client-side runtime integrity monitoring framework that provides real-time detection of MitB attacks through
comprehensive browser state analysis.

- An innovative memory forensic approach that identifies code injection patterns and unauthorized browser
modifications without requiring kernel-level access.

- Machine learning-based anomaly detection system that learns normal user behavior patterns and identifies deviations
indicative of MitB attacks.

- A lightweight agent architecture that maintains detection effectiveness while minimizing computational overhead and
user experience impact

- Comprehensive experimental evaluation demonstrating superior performance compared to existing client-side
detection methods across multiple attack scenarios

- A robust evaluation methodology using real-world MitB malware samples and synthetic attack scenarios representative
of the current threat landscape

- Open-source implementation framework enabling reproducible research and practical deployment in production
environments

The remainder of this paper is organized as follows: Section 2 reviews related work in MitB detection and browser security.
Section 3 presents our proposed detection framework architecture. Section 4 details the experimental methodology and
implementation. Section 5 presents evaluation results and performance analysis. Section 6 discusses limitations and future
research directions. Finally, Section 7 concludes the paper.

2. Literature review

The challenge of detecting Man-in-the-Browser attacks has attracted significant research attention from both academic and
industry communities (Alsahaim & Maayah, 2023). This section reviews existing approaches across multiple categories,
including signature-based detection, behavioral analysis, and machine learning-based methods.

2.1 Signature-based Detection Methods

Traditional antivirus solutions primarily rely on signature-based detection to identify known MitB malware families. Kotov
and Massacci (2013) analyzed the effectiveness of commercial antivirus products against banking Trojans and found detection
rates ranging from 45% to 89% depending on the specific malware variant. However, the rapid evolution of malware through
polymorphic engines and code obfuscation techniques significantly reduces the effectiveness of static signature matching. A
study by Stone-Gross et al. (2011) on the Zeus botnet revealed the sophisticated anti-detection mechanisms employed by
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modern MitB malware, including runtime packing, API hooking obfuscation, and signature randomization. These findings
highlight the fundamental limitations of signature-based approaches in addressing advanced persistent threats.

2.2 Network-based Detection Approaches

Network-level detection mechanisms attempt to identify MitB attacks by analyzing communication patterns between infected
clients and command-and-control servers. Holz et al. (2009) proposed a network-based detection system that monitors DNS
queries and HTTP traffic patterns associated with known botnet infrastructures. While effective against specific malware
families, this approach suffers from high false positive rates and limited effectiveness against attacks using legitimate web
services for communication. Bilge et al. (2012) developed EXPOSURE, a large-scale system for detecting malicious domains
used in drive-by download attacks that often serve as initial infection vectors for MitB malware. Although valuable for
preventing initial infections, network-based approaches cannot detect active MitB attacks once the malware has been installed.

2.3 Browser-based Detection Systems

Several researchers have proposed browser-centric detection mechanisms that operate within the web browser environment.
Bandhakavi et al. (2010) developed VEX, a browser extension that monitors JavaScript execution and DOM modifications
to detect malicious activities. While innovative, this approach is limited to JavaScript-based attacks and cannot detect native
code injection techniques commonly used by sophisticated MitB malware. Cova et al. (2011) proposed SWADDLER, a
system that learns normal web application behavior and detects anomalies that may indicate attacks. However, this approach
requires extensive training periods and struggles with the dynamic nature of modern web applications that frequently update
their behavior patterns (Sulaiman & Khraisat, 2025).

2.4 Memory Analysis and Forensic Approaches

Memory forensic techniques have shown promise for detecting MitB attacks by analyzing runtime memory structures. Reina
et al. (2013) developed a framework for detecting process injection techniques commonly used by banking Trojans. Their
approach analyzes memory pages, thread contexts, and system call patterns to identify unauthorized code execution. Kirat
and Vigna (2015) proposed a dynamic analysis system that monitors API calls and memory modifications to detect malicious
browser plugins and extensions. While effective in controlled environments, this approach requires significant
computational resources and may impact user experience in production deployments.

2.5 Machine Learning-based Detection

Recent research has explored machine learning approaches for MitB detection. Wang et al. (2017) applied support vector
machines to classify browser behavior patterns and achieved detection rates of 92% with false positive rates of 8%. How-
ever, their evaluation was limited to a small dataset of known malware samples. Canali et al. (2011) presented an ML system
that checks HTTP asks and replies to find web attacks. Their way point has good signs. But it needs raw net data. This limits
it to open commas, not safe HTTPS links. F. Fast Check Systems MitB hits need checks that are quick. They must spot risks
in a beat.

2.6 Real-time Detection Systems

The real-time nature of MitB attacks necessitates detection systems capable of identifying threats within milliseconds. Kirda
and Kruegel (2006) developed a client-side detection system that monitors form submissions and JavaScript execution
patterns. While their system works on easy hits. But it cannot deal with tricky hide moves used by new bad code. Latest
work by Zhang et al. (2018). They proposed a fast spot system. It checks the browser’s work, finds threats in less than 100
ms. But they ran tests in a set of labs sets. It might not work the same in real life.

3. The proposed framework

This section shows our full client-side check tool. It finds a Man-in-the-Browser attack. The planned setup joins many
findings. It can spot both known and new MitB hit types. It keeps the workload low.

3.1 System Architecture Overview

The planned find plan has four main parts. They work as a group to watch the web stuff and spot bad acts at once, as
shown in Fig. 1.

System Architecture of the Client-side Runtime Integrity Agent

Weh Browser Process
Runtime Integrity Memory Anomaly Detection
Monitor Forensic Analyzer Engine
Respanse Coordination
Modlule
Security Response
Actions

Fig. 1. System Architecture of the Client-side Runtime Integrity Agent
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The fundamental factors include: 1. RIM: It checks the DOM build, JavaScript use, and web process right by hash codes and
acts watch. 2. MFA: It looks at web use space to find bad code add-ins, more with smart check ways. 3. ADE: It uses learn
tech to set key use acts and spot odd acts that show MitB hits by stats and mark knows. 4. RCM: It deals with risk fix steps
like telling users, stopping deals, and logging based on set risk levels.

3.2 Uptime Integrity Monitor

The Runtime Guard checks first. It checks browser parts and the web page all the time (Maayah, 2025). It keeps them safe
from harm. This component implements a multi-layered verification process that examines various aspects of browser runtime
state.

1) DOM Integrity Verification: DOM integrity verification employs cryptographic hashing to detect unauthorized
modifications to web page structures. The system maintains reference hashes for critical DOM elements, including form
fields, event handlers, and script tags. Any unauthorized modification triggers an integrity violation alert. The DOM
monitoring algorithm operates as follows:

DOM monitoring algorithm

Initialize baseline DOM hash database

while browser session is active, do Compute current DOM element hashes, Compare with baseline values
if a hash mismatch is detected, then generate an integrity violation alert. Update the threat assessment score
end if

Sleep(monitoring_interval)

end while

2) JavaScript Execution Context Analysis: JavaScript execution context analysis monitors the creation and modification of
JavaScript objects, functions, and event handlers that are commonly targeted by MitB attacks. The system tracks:

- Dynamic function creation and modification - Event handler registration and modification - Global variable assignments
and modifications - Cross-frame communication attempts - External script loading activities

3) Browser Process Integrity Monitoring: Process integrity monitoring verifies that browser processes have not been
compromised through code injection or process hollowing techniques. This component examines process memory layouts,
loaded modules, and execution contexts to identify signs of compromise.

3.3 Memory Forensic Analysis

The Memory Forensic Analyzer implements lightweight forensic techniques to detect memory-based attacks without
requiring kernel-level access or significant performance overhead. This component focuses on identifying patterns
consistent with code injection and process manipulation attacks.

1) Code Injection Detection: Code injection detection an- analyzes browser process memory to identify unauthorized code
segments. The system employs multiple detection techniques:

1. Memory Page Analysis: Examines memory page permissions and content to identify executable code in data segments
2. API Hook Detection: Monitors system API entry points for unauthorized modifications commonly used by MitB malware
3. Thread Context Analysis: Analyzes thread execution contexts to identify foreign code execution patterns

2) Process Hollowing Detection: Process hollowing detection identifies attempts to replace legitimate process content with
malicious code while maintaining the original process structure. The system monitors:

- Process memory layout consistency - Module loading patterns and integrity - Thread creation and execution context
verification - Inter-process communication patterns

3.4 Anomaly Detection Engine

The Anomaly Detection Engine employs machine learning techniques to establish normal user behavior patterns and identify
deviations that may indicate MitB attacks. The system uses a combination of supervised and unsupervised learning approaches
to maximize detection effectiveness.

1) Behavioral Pattern Learning: The system learns normal user behavior through continuous observation of browser usage
patterns, including:

- Navigation sequences and timing patterns - Form interaction behaviors (typing speed, field focus patterns) — Mouse
movement and click patterns - Transaction initiation and completion patterns - Session duration and frequency patterns.

2) Feature Extraction and Selection: Feature extraction focuses on identifying behavioral characteristics that effectively
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distinguish between normal and malicious activities. The system extracts features across multiple dimensions:

1. Temporal Features: Session timing, transaction duration, navigation speed 2. Behavioral Features: Mouse movement
patterns, typing rhythms, interaction sequences 3. Technical Features: Browser configuration, plugin usage, network patterns
4. Transaction Features: Amount patterns, destination accounts, transaction frequency Feature selection employs information
gain and mutual information criteria to identify the most discriminative features for anomaly detection.

3) Machine Learning Model Architecture: The anomaly detection system employs an ensemble approach combining multiple
machine learning algorithms:

1. Isolation Forest: Identifies anomalous data points in high-dimensional feature spaces 2. One-Class SVM: Learns the
boundary of normal behavior patterns 3. Autoencoder Neural Network: Detects reconstruction errors indicative of anomalous
behavior 4. LSTM Networks: Identify temporal pattern anomalies in user behavior sequences.

3.5 Response Coordination Module

The Response Coordination Module manages system responses to detected threats based on configurable policies and
threat severity assessments. This component implements a graduated response approach that balances security effectiveness
with user experience considerations.

1) Threat Severity Assessment: Threat severity assessment combines evidence from all detection components to produce a
unified threat score. The assessment considers:
- Number and types of integrity violations detected - Confidence levels from anomaly detection models - Historical threat
patterns and context - Attack sophistication and potential impact.
2) Response Action Selection: Based on threat severity scores, the system selects appropriate response actions from a
predefined set of options:
1. Low Severity (Score 0-30): Passive monitoring with enhanced logging 2. Medium Severity (Score 31-70): User warning
notifications and transaction flagging 3. High Severity (Score 71-90): Transaction blocking and security alert generation 4.
Critical Severity (Score 91-100): Immediate session termination and incident response.

3.6 Implementation Considerations

The framework is designed for deployment as a lightweight browser extension or standalone agent with minimal user
interaction requirements. Key implementation considerations include:

- Performance Optimization: Asynchronous processing and efficient data structures to minimize computational overhead

- Privacy Protection: Local processing of sensitive data with optional encrypted reporting - Compatibility: Support for major
browser platforms and operating systems - Updatability: Automatic signature and model updates to address emerging threats

- Configurability: Administrative controls for policy customization and threshold adjustment.

4. Experimental methodology

This section describes the comprehensive experimental methodology employed to evaluate the effectiveness of our proposed
Man-in-the-Browser detection system. Our evaluation approach combines laboratory-controlled experiments with real-
world deployment scenarios to provide a thorough performance assessment across multiple dimensions.

4.1 Dataset Construction

1) Malware Sample Collection: We constructed a comprehensive dataset of MitB malware samples representing various
attack families and techniques. The dataset includes:

Table 1

MITB Maleware dataset composition
Malware Family Samples Variants Time Period
Zeus 245 18 2019-2023
SpyEye 187 12 2018-2022
Carberp 156 9 2020-2023
Citadel 134 15 2019-2023
IcedID 198 22 2021-2023
Custom/Unknown 89 N/A 2022-2023
Total 1009 76 2018-2023

Malware samples were obtained from established security research repositories, including VirusTotal, MalShare, and
academic collaborations with security vendors. All samples were verified as authentic MitB malware through static and
dynamic analysis using industry-standard tools, including IDA Pro, Wireshark, and Process Monitor.

1) Benign Behavior Dataset: To establish accurate baseline behavior patterns, we collected benign user interaction data
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from 50 volunteer participants across diverse demographics and technical backgrounds. Data collection was conducted
under IRB approval with full informed consent. The benign dataset includes:
- 2,847 legitimate banking sessions - 1,456 e-commerce transactions - 3,902 general web browsing sessions - 892 social
media interaction sessions.

Participants used instrumented browsers over 6 months, generating approximately 180GB of behavioral data, including
mouse movements, keyboard patterns, navigation sequences, and transaction workflows.

4.2 Experimental Environment

1) Hardware Configuration: Experiments were conducted on standardized hardware configurations to ensure reproducible
results:

Table 2

Experimental data specification
Component Specification
CPU Intel Core 17-11700K @ 3.6GHz
RAM 32GB DDR4-3200
Storage 1TB NVMe SSD
GPU NVIDIA GTX 1660 Super
Network Gigabit Ethernet

1) Software Environment: The experimental environment consisted of:

- Operating Systems: Windows 10 Pro (Build 19042), Ubuntu 20.04 LTS, macOS Big Sur 11.6 - Browsers Chrome 94.0,
Firefox 93.0, Edge 94.0, Safari 15.0 - Virtual Machines: VMware Workstation Pro 16.0 with isolated network segments
- Analysis Tools: Volatility 2.6, YARA 4.1, Wireshark 3.4,
Process Monitor 3.89

4.3 Performance Metrics
Our evaluation employs multiple performance metrics to provide comprehensive assessment of system effectiveness:

2) Detection Performance Metrics: - True Positive Rate (TPR: Percentage of actual attacks correctly identified - False
Positive Rate (FPR: Percentage of benign activities incorrectly flagged as malicious - Precision: Proportion of positive
detections that are actually malicious - Recall: Proportion of actual attacks that are detected - F1-Score: Harmonic mean
of precision and recall - Area Under Curve (AUC: Area under the ROC curve measuring overall classification performance

3) System Performance Metrics: - CPU Utilization: Percentage of CPU resources consumed during monitoring - Memory
Usage: RAM consumption in MB during operation - Detection Latency: Time between attack initiation and detection - Startup
Time: Time required for system initialization - Throughput: Number of events processed per second

4.4 Experimental Design

1) Baseline Establishment: We established baseline performance measurements for each browser platform under normal
operating conditions. Baseline measurements were collected over 7-day periods with continuous monitoring to account for
usage pattern variations.

2) Attack Simulation: Attack simulation experiments were conducted in isolated virtual machine environments to prevent
system contamination. Each malware sample was executed in a fresh VM instance with the following protocol:

1. VM initialization and baseline system state capture 2. Target website loading and normal user activity simulation
3. Malware execution and infection process monitoring 4. Attack activity simulation, including transaction manipulation
attempts 5. System state analysis and detection performance measurement 6. VM restoration to a clean state for next
experiment

3) Cross-Validation Methodology: We employed stratified 5-fold cross-validation to ensure robust performance estimates.
The dataset was partitioned to maintain representative distributions of malware families and attack types in each fold.
Training and testing were performed independently for each fold to prevent data leakage.

4.5 Comparative Analysis Framework

1) Baseline Systems: We compared our proposed system against several existing detection approaches:

- Commercial Antivirus: Leading commercial antivirus products (Symantec, McAfee, Kaspersky) - Browser Security
Extensions: Popular security-focused browser extensions - Academic Systems: Published research systems with available
implementations - Network-based Detection: IDS/IPS systems configured for web threat detection.
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2) Evaluation Scenarios: Evaluation was conducted across multiple scenario categories:

1. Known Attack Detection: Performance against established malware families 2. Zero-day Attack Detection: Effectiveness
against previously unseen attack variants 3. Evasion Resistance: Robustness against anti-analysis and obfuscation techniques
4. Real-world Deployment: Performance in actual user environments 5. Scalability Testing: System behavior under varying
load conditions.

4.6 Statistical Analysis

Statistical significance testing employed appropriate methods based on data characteristics:

- Parametric Tests: t-tests for normally distributed performance metrics - Non-Parametric Tests: Mann-Whitney U tests for
non-normal distributions - Multiple Comparison Correction: Bonferroni correction for multiple hypothesis testing -
Confidence Intervals: 95% confidence intervals for all reported metrics - Effect Size Analysis: Cohen’s d for practical
significance assessment

4.7 Ethical Considerations

All experiments were conducted in accordance with established ethical guidelines:

- Malware experiments were conducted in isolated environments, preventing accidental infection - Institutional review
boards approved human subjects research - Participant data was anonymized and securely stored - No actual financial
transactions were compromised during testing - All malware samples were handled according to security research best
practices

5. Results and analysis
This section presents comprehensive experimental results demonstrating the effectiveness of our proposed client-side

runtime integrity agent for detecting Man-in-the-Browser attacks. Results are analyzed across multiple dimensions,
including detection performance, computational efficiency, and comparison with existing approaches.

5.1 Overall Detection Performance

1) Primary Performance Metrics: Our experimental evaluation demonstrates superior detection performance across all
primary metrics, as summarized in Table 3.

Table 3

Primary detection performance matrix
Metric Our System Best Baseline Improvement
True Positive Rate 97.3% 89.7% +7.6%
False Positive Rate 2.1% 4.8% -2.7%
Precision 95.8% 87.2% +8.6%
Recall 97.3% 89.7% +7.6%
F1-Score 96.5% 88.4% +8.1%
AUC 0.987 0.924 +6.8%

The results demonstrate that our system achieves a true positive rate of 97.3% while maintaining a low false positive rate of
2.1%. This represents significant improvements over existing approaches, with the best baseline system achieving only
89.7% true positive rate with 4.8% false positive rate.

1) ROC Curve Analysis: Fig. 2 presents ROC curve analysis comparing our system against baseline approaches across
various operating thresholds.

ROC Curve Comparison of Detection Systems
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True Positive Rate
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o Symantec (AUC=0.924)
,/ —&— Browser Extensions (AUC=0.845)
’,/ —#— SWADDLER {(AUC=0.862)
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False Positive Rate

Fig. 2. ROC Curve Comparison of Detection Systems
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The ROC analysis reveals that our system maintains superior performance across all operating points, with an AUC of 0.987
compared to 0.924 for the best baseline system. This indicates robust performance across different threat detection sensitivity
configurations.

5.2 Performance by Attack Category

1) Malware Family-Specific Results: Analysis of detection performance by malware family reveals varying effectiveness
across different attack types, as shown in Table 4.

Results indicate that our system performs exceptionally well against established malware families, with Zeus and IcedID
showing the highest detection rates (98.4% and 98.0% respectively). Performance against unknown/custom variants remains
strong at 94.4%, demonstrating the system’s ability to detect novel attack patterns.

2) Attack Vector Analysis: Performance analysis by specific attack vectors reveals the effectiveness of different detection
components, as illustrated in Fig. 3.

Detection Performance by Attack Vector
100.0

Detection Rate {%)
®
]
o

Fig. 3. Detection Performance by Attack Vector

DOM manipulation attacks showed the highest detection rates (99.2%) due to the effectiveness of our DOM integrity
monitoring component. Memory injection attacks achieved 96.1% detection through our memory forensic analyzer, while
behavioral manipulation attacks reached 94.8% detection via the anomaly detection engine.

5.3 System Performance Analysis

1) Computational Overhead: System performance analysis reveals minimal computational overhead across different browser
platforms, as summarized in Table 5.

The results demonstrate that our system maintains minimal resource consumption, with average CPU utilization of 2.9%
and memory usage of 15.5MB. Detection latency averages 96 milliseconds, well below the threshold required for real-time
threat response.

2) Scalability Analysis: Scalability testing evaluated system performance under varying concurrent user loads, as shown in
Fig. 4.
Results demonstrate linear scalability up to 10,000 concurrent users with degradation beginning at approximately 15,000 users.

CPU utilization remains below 5% for loads up to 5,000 concurrent users, indicating excellent resource efficiency.

5.4 Comparative Analysis

1) Comparison with Commercial Solutions: Comprehensive comparison with leading commercial antivirus and browser
security solutions reveals significant advantages of our approach, as detailed in Table 6.

Table 4
Detection performance by malware family
Malware Family Samples TPR (%) FPR (%) Precision (%) F1-Score (%) Avg. Detection Time (ms)
Zeus 245 98.4 1.8 96.7 97.5 127
SpyEye 187 96.8 23 95.1 95.9 143
Carberp 156 97.1 1.9 96.3 96.7 134
Citadel 134 95.5 2.8 93.9 94.7 156
IcedID 198 98.0 1.6 97.2 97.6 118
Custom/Unknown 89 94.4 3.1 927 93.5 178

Average 1009 97.3 21 95.8 96.5 142
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Table 5
Performance overhead of different browsers
Browser CPU (%) Memory (MB) Startup (ms) Latency (ms)
Chrome 94.0 2.8 14.2 234 89
Firefox 93.0 3.1 16.7 267 102
Edge 94.0 24 12.9 198 78
Safari 15.0 33 18.1 289 115
Average 29 15.5 247 96
System Scalability Performance
14 | —®— cPu Utilization 100 Performance Comparison with Academic Research Systems
=== Acceptable Threshold (5%)
2 —

2500 5000 7500 10000 12500 15000 17500 20000 /0=

Concurrent Users.

Our System SWADDLER VEX BrowserGuard EXPOSURE MalGene

Fig. 4. System Scalability Performance Fig. 5. Performance Comparison with Academic Research
Systems

Our system demonstrates superior performance across all metrics, with particularly notable advantages in zero-day attack
detection (94.4% vs. 67.2% for the best commercial solution) and detection latency (142ms vs. 987ms minimum for
commercial solutions).

1) Academic Research Comparison: Comparison with published academic research systems shows consistent improvements
across key performance indicators, as illustrated in Fig. 5.

Our system achieves the highest F1-score (96.5%) compared to recent academic approaches: SWADDLER (84.2%), VEX
(78.9%), and BrowserGuard (81.7%). The improvement is attributed to our multi-layered detection approach and advanced
machine learning techniques.

5.5 Component-wise Performance Analysis

1) Individual Component Effectiveness: Analysis of individual system components reveals the contribution of each detection
mechanism to overall performance, as shown in Table 7. Results demonstrate that while each component provides valuable
detection capabilities individually, the combination of all three components yields superior performance through
complementary detection mechanisms and reduced false positives.

Feature Importance Analysis: Machine learning model analysis reveals the most significant features for MitB attack detection,
as presented in Fig. 6.

Feature Importance Analysis for Attack Detection
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Fig. 6. Feature Importance Analysis for Attack Detection  Fig. 7. Threat Landscape Coverage Analysis

Table 6
Comparison with commercial security solution
Solution TPR (%) FPR (%) Detection Time (ms) CPU (%) Memory (MB) Zero-day Detection (%)
Our System 973 2.1 142 2.9 15.5 94.4
Symantec Endpoint 89.7 4.8 1,247 8.7 127.3 67.2
McAfee Total Protection 854 6.2 1,834 114 156.8 62.8
Kaspersky Internet Security ~ 91.2 39 987 7.3 98.4 71.6
Chrome Security Extensions ~ 78.9 9.1 456 4.1 23.7 453

Firefox Security Add-ons 74.6 11.3 623 5.8 31.2 41.7
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Table 7

Component-wise detection performance
Component TPR (%) FPR (%) F1-Score (%)
Runtime Integrity Monitor 92.4 32 89.8
Memory Forensic Analyzer 89.7 4.1 86.2
Anomaly Detection Engine 94.1 2.8 91.1
Combined System 97.3 2.1 96.5

3) Field Trial Performance: Field trials conducted with 500 volunteer users over 3 months in real-world environments
demonstrate practical effectiveness, as summarized in Table 8.

Table 8
Real-world development performance
Metric Banking E-commerce General Web
Sessions Monitored 12,847 8,934 47,562
Attacks Detected 23 17 8
False Positives 27 31 89
True Positive Rate 95.8% 94.4% 87.5%
False Positive Rate 0.21% 0.35% 0.19%
User Satisfaction 4.6/5.0 4.4/5.0 4.3/5.0

Field trial results confirm laboratory performance with excellent user satisfaction ratings. The low false positive rates
(0.19-0.35%) indicate practical viability for production deployment.

3) Threat Landscape Coverage: Analysis of detected threats during field trials reveals comprehensive coverage of the current
MitB threat landscape, as illustrated in Fig. 7.

Our system successfully detected 94% of attempted attacks during the field trial period, including several zero-day variants not
present in our training dataset. This demonstrates the robust generalization capabilities of our approach.

5.6 Statistical Significance Analysis

1) Hypothesis Testing Results: Statistical analysis confirms the significance of performance improvements over baseline
systems using appropriate hypothesis testing procedures.
Paired t-tests comparing our system against the best baseline approach yield: - Detection accuracy improvement: t(48) =

12.47,p ; 0.001, Cohen’s d = 1.89 - False positive rate reduction: t(48) =-8.23, p ; 0.001, Cohen’s d = -1.24 - Detection
latency improvement: t(48) =-15.67, p j 0.001, Cohen’s d =-2.31

All results demonstrate statistically significant improvements with large effect sizes, confirming the practical significance
of our approach.

2) Confidence Intervals: 95% confidence intervals for key performance metrics provide robust estimates of system
effectiveness:
- True Positive Rate: 97.3% + 0.8% (CI: 96.5% - 98.1%)

- False Positive Rate: 2.1% £ 0.4% (CI: 1.7% - 2.5%) - Detection Latency: 142ms + 18ms (CI: 124ms - 160ms)
The narrow confidence intervals indicate stable and reliable system performance across different operating conditions.
6. Discussion

This section analyzes the implications of our experimental results, discusses the limitations of our approach, and identifies
directions for future research in Man-in-the-Browser attack detection.

6.1 Key Findings and Implications

1) Multi-layered Detection Effectiveness: Our results demonstrate that the combination of runtime integrity monitoring,
memory forensic analysis, and anomaly detection provides superior performance compared to single-approach systems.
The 8.1% improvement in F1-score over the best baseline system represents a significant advancement in MitB detection
capability.

The effectiveness of our multi-layered approach can be attributed to several factors:
1. Complementary Detection Mechanisms: Each component targets different aspects of MitB attacks, providing

comprehensive coverage of the attack surface.
2. Reduced False Positives: The fusion of evidence from multiple detection layers enables more accurate threat assessment
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and reduces false alarm rates.

3. Robustness Against Evasion: Attackers must simultaneously evade multiple detection mechanisms, significantly
increasing the complexity of successful evasion.

2) Real-time Detection Capability: The average detection latency of 142 milliseconds represents a substantial improvement
over existing solutions and enables real-time threat response. This rapid detection capability is crucial for preventing
financial fraud, as MitB attacks often execute within seconds of user interaction.

The low latency is achieved through: - Optimized algorithm implementations using efficient data structures - Parallel
processing of detection components - Intelligent event filtering to focus on high-risk activities - Lightweight feature
extraction techniques.

3) Zero-day Attack Detection: The 94.4% detection rate against unknown/custom malware variants demonstrates strong
generalization capabilities. This is particularly significant given that traditional signature-based approaches are ineffective
against zero-day threats.

Our success in zero-day detection stems from: - Behavioral pattern analysis that identifies attack characteristics rather than
specific signatures - Machine learning models trained on diverse attack features - Runtime integrity monitoring that
detects unauthorized modifications regardless of attack source

6.2 Practical Deployment Considerations

1) User Experience Impact: Field trial results indicate minimal impact on user experience, with satisfaction ratings of 4.3-
4.6 out of 5.0. The low computational overhead (2.9% CPU utilization) ensures that normal browsing activities are not
significantly affected.

Key factors contributing to a positive user experience in- include: - Transparent operation requiring minimal user interaction
- Fast detection and response times, preventing extended security incidents - Low false positive rates reduce unnecessary
interruptions - Optional security notifications allowing users to maintain control

2) Scalability and Enterprise Deployment: The demonstrated linear scalability up to 10,000 concurrent users indicates
suitability for enterprise deployment. Organizations can deploy our system across large user populations without
significant infrastructure requirements.

Enterprise deployment benefits include: - Centralized policy management and threat intelligence sharing - Integration with
existing security information and event management (SIEM) systems - Customizable threat response policies based on
organizational risk tolerance - Detailed logging and reporting capabilities for compliance requirements

6.3 Limitations and Challenges

1) Advanced Evasion Techniques: While our system demonstrates robustness against current evasion techniques,
sophisticated attackers may develop new methods to circumvent detection. Potential evasion approaches include:

1. Timing-based Attacks: Carefully timed malicious ac- activities that mimic normal user behavior patterns 2. Distributed
Attacks: Spreading malicious activities across multiple sessions to avoid detection thresholds 3. Machine Learning
Adversarial Attacks: Crafted inputs designed to fool anomaly detection models 4. Rootkit-level Evasion: Deep system-
level compromises that interfere with detection mechanisms

2) Privacy and Data Protection: Client-side monitoring raises important privacy considerations that must be addressed in
practical deployments:

- Data Minimization: Collecting only necessary information for threat detection - Local Processing: Performing analysis
locally to avoid transmitting sensitive data - Anonymization: Removing personally identifiable information from security
logs - User Consent: Obtaining appropriate permissions for monitoring activities

3) Browser Compatibility and Updates: Maintaining compatibility across different browser versions and platforms presents
ongoing challenges:

- API Changes: Browser updates may modify or deprecate APIs used by our system - Performance Variations: Different
browsers have varying performance characteristics - Security Model Differences: Browser security models may restrict
certain monitoring capabilities - Extension Store Policies: App store policies may limit the capabilities of browser
extensions.

6.4 Comparison with Existing Approaches

1. Advantages Over Commercial Solutions: Our approach offers several significant advantages compared to commercial
antivirus and security products:
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1. Specialized Focus: Purpose-built for MitB detection rather than general malware protection 2. Real-time Operation:
Immediate threat detection and response. 3. Low Resource Consumption: Minimal impact on system performance.

4. High Accuracy: Superior detection rates with low false positives 5. Zero-day Protection: Effective against previously
unknown attack variants

4) Improvements Over Academic Research: Compared to published academic systems, our approach provides:

1. Comprehensive Evaluation: Extensive testing with diverse malware samples and real-world deployment 2. Production
Readiness: Practical implementation suitable for actual deployment 3. Multi-layered Architecture: Integration of multiple
detection approaches for improved effectiveness 4. Performance Optimization: Careful attention to computational
efficiency and user experience.

6.5 Threat Model Considerations

1) Attack Assumptions: Our threat model assumes attackers have achieved code execution privileges within the browser
process but have not obtained kernel-level system access. This represents the typical scenario for MitB attacks, which are
distributed through drive-by downloads, malicious email attachments, or social engineering.

The threat model covers: - Malicious JavaScript injection and DOM manipulation - Native code injection through browser
exploits - Process hollowing and memory manipulation techniques - API hooking and system call interception - Network
traffic manipulation and SSL strip attacks

Limitations of Threat Model

Certain advanced attack scenarios fall outside our current threat model:

1. Kernel-level Rootkits: Attacks that compromise the operating system kernel may be able to evade client-side de- detection
2. Hardware-level Attacks: Firmware-based attacks or hardware keystroke loggers are not addressed 3. Network
Infrastructure Attacks: DNS poisoning and BGP hijacking attacks require different countermeasures. Social Engineering:
Pure social engineering attacks without technical components are outside the scope.

6.6 Future Research Directions

1) Advanced Machine Learning Techniques: Future research should explore more sophisticated machine learning approaches:

1. Deep Learning Architectures: Investigating advanced neural network architectures for improved pattern recognition

2. Federated Learning: Enabling collaborative learning while preserving user privacy 3. Adversarial Training: Developing
models robust against machine learning attacks 4. Explainable Al: Creating interpretable models that provide insight into
detection decisions

2) Integration with Emerging Technologies: Several emerging technologies offer opportunities for enhanced MitB detection:

1. Hardware Security Features: Leveraging Intel TXT, ARM TrustZone, and other hardware security capabilities 2.
Blockchain Technology: Using distributed ledger technology for secure threat intelligence sharing 3. Edge Computing:
Deploying detection capabilities closer to users for reduced latency 4. Quantum-Resistant Cryptography: Preparing for
post-quantum security requirements

3) Ecosystem-level Protection: Future work should consider broader ecosystem protection approaches:

Cross-device Detection: Coordinating threat detection across multiple user devices 2. Cloud Integration: Leveraging cloud-
based threat intelligence and analysis capabilities 3. Industry Collaboration: Developing standardized threat sharing
protocols and detection APIs 4. Regulatory Compliance: Addressing evolving regulatory requirements for cybersecurity.

7. Conclusion

This paper presents a comprehensive client-side runtime integrity agent for detecting Man-in-the-Browser attacks through the
integration of multiple advanced detection mechanisms. Our experimental evaluation demonstrates significant improvements
over existing approaches across key performance metrics while maintaining minimal computational overhead and excellent
user experience.

7.1 Summary of Contributions

The primary contributions of this work include:
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1. Novel Detection Architecture: A multi-layered client- side detection system that combines runtime integrity monitoring,
memory forensic analysis, and machine learning-based anomaly detection to provide comprehensive MitB attack
identification.

2. Superior Performance: Experimental results demonstrate a 97.3% true positive rate with only a 2.1% false positive rate,
representing significant improvements over existing commercial and academic solutions.

3. Real-time Operation: Average detection latency of 142 milliseconds enables immediate threat response and prevents
financial fraud before transaction completion.

4. Zero-day Detection Capability: 94.4% detection rate against unknown attack variants demonstrates robust generalization
beyond signature-based approaches.

5. Practical Implementation: Field trial results with 500 users over 3 months confirm real-world effectiveness with excellent
user satisfaction ratings.

6. Comprehensive Evaluation: Extensive experimental methodology using 1,009 malware samples across multiple attack
families and 180GB of benign user behavior data.

7. Open Research Framework: Detailed methodology and implementation guidance enabling reproducible research and
practical deployment.

7.2 Impact and Significance

The significance of this work extends beyond technical con- contributions to address critical cybersecurity challenges facing
the digital economy. With annual financial losses from MitB attacks exceeding $3.25 billion, effective detection mechanisms
are essential for maintaining trust in online financial services.

Our approach addresses fundamental limitations of existing detection systems:

- Coverage Gaps: Multi-layered detection provides com- comprehensive coverage of diverse attack vectors - Evasion
Vulnerability: Combined detection mechanisms increase attack complexity and reduce evasion success - Performance Impact:
Optimized implementation maintains user experience while providing security benefits - Zero-day Protection: Behavioral
analysis enables the detection of previously unknown attack variants

7.3 Practical Implications
The practical implications of this research are substantial for multiple stakeholder communities:

Financial Institutions: Banks and financial service providers can deploy our system to: - Reduce fraud losses through early
attack detection - Improve customer confidence in online banking security - Meet regulatory compliance requirements for
cybersecurity - Enhance existing security infrastructure with client-side protection

1) Enterprise Organizations: Corporate environments benefit from: - Protection of sensitive business transactions and
data - Reduced risk of credential theft and unauthorized access - Integration with existing security operations centers -
Scalable deployment across large user populations

2) Individual Users: End users receive: - Transparent protection that does not interfere with normal activities - Real-time
alerts about potential security threats - Enhanced confidence in online transaction security - Protection against sophisticated
attacks that bypass traditional antivirus software

7.4 Future Research Opportunities

This work opens several promising avenues for future research:

- Advanced Threat Intelligence: Integration with global threat intelligence networks for enhanced detection capabilities
- Cross-platform Extension: Extending detection capabilities to mobile browsers and emerging platforms

- Privacy-preserving Detection: Developing techniques that provide security benefits while protecting user privacy

- Automated Response: Intelligent automated response systems that can adapt to different threat scenarios

- Ecosystem Integration: Standardized APIs and protocols for integration with broader cybersecurity ecosystems

7.5 Final Remarks

The evolving threat landscape requires continuous innovation in cybersecurity defense mechanisms. Our client-side
runtime integrity agent represents a significant advancement in MitB attack detection, providing practical solutions to real-
world security challenges while maintaining the performance and usability requirements necessary for widespread adoption.
The success of this approach demonstrates the value of multi-layered detection systems that combine complementary
technologies to address complex security threats. As attackers continue to develop more sophisticated techniques, the
cybersecurity community must respond with equally advanced defensive mechanisms. We believe that client-side detection
represents the future of web security, providing immediate protection at the point of attack rather than relying solely on
network-based or server-side detection. Our work contributes to this vision by demonstrating that comprehensive client-side
monitoring can be both effective and practical for real-world deployment. The source code, datasets, and experimental
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frameworks developed during this research will be made available to the academic community to facilitate reproducible
research and accelerate progress in this critical area of cybersecurity.
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